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“When I’m working, I like to think of the process as a cosmic dance. You let the

music guide you, you follow the rhythm of the universe,

and before you know it, you’re creating something truly unique.

It’s like being in a dream where the only rule is to let go and embrace the melody."

- Hendrix





Abstract

This thesis explores the development of embedded real-time musical pattern detection (RTPD)
systems for smart musical instruments (SMI), a class of musical instruments which integrate
sensors, embedded intelligence, and wireless connectivity. We focused on enabling SMIs to detect
pre-defined musical patterns in real-time, which can then be used as triggers to control external
devices such as stage lights, smoke machines, haptic devices and mixed reality headsets. This
work is situated within the broader context of the Internet of Musical Things (IoMusT), a
networked ecosystem of interconnected musical devices and systems.

Most existing pattern detection methods are designed for offline contexts - i.e., to detect
all occurrences of a pattern in an entire composition. Before the beginning of this thesis work,
real-time implementations of such systems did not exist. This thesis fills this research gap by in-
troducing a real-time algorithm optimized for embedded systems with constrained computational
resources.

This thesis begins by discussing the challenges of RTPD, especially in live performance where
low latency and minimal memory consumption are paramount. Then three datasets tailored for
RTPD research are introduced. The Dataset of Musical Patterns, the Dataset of Drum Patterns,
and the Dataset of Polyphonic Patterns were developed with contributions from professional
musicians across diverse backgrounds. They capture expressive and artistic variations a performer
might do during a live performance, and they address gaps in existing resources by focusing on
intentional variations in pattern repetitions.

These datasets allowed for the development of Hot Licks, an open-source RTPD algorithm
that can be integrated into SMIs. Hot Licks was deployed on different SMIs prototypes, and it
demonstrated high accuracy in detection as well as a minimal latency. Hot Licks was recognized
as a finalist in the prestigious MIDI awards 2023.

User studies involving professional musicians evaluated the SMIs prototypes’ usability and
effectiveness. Results indicated positive reception, highlighting the potential of RTPD-enabled
SMIs to enhance creativity and audience engagement. Furthermore, multi-sensory performances
were conducted using these instruments, showcasing their ability to synchronize music with visual
and tactile stimuli in real-time. The findings underscore the potential of RTPD in live music
contexts, paving the way for new artistic possibilities and interactive experiences.

This thesis concludes by reflecting on its contributions to the fields of music technology
and IoMusT while outlining future research directions, including advancements in polyphonic
detection algorithms, integration with virtual reality environments, and broader applications in
education and therapy.
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Chapter 1

Prelude

This thesis aims to document the doctoral research done on Embedded Real-time Pattern De-

tection (RTPD) for Smart Musical Instrument (SMI). The ultimate aim of this research was

to develop a class of SMIs with built-in pattern detection capabilities. These SMIs are able to

detect when a previously defined pattern is played on it, and then use it as a trigger to control

external peripherals (i.e., stage lights, smoke machines) which could provide musicians with an-

other output that complement their music. This chapter highlights the motivations and aim of

this research (Section 1.2). The main outcomes of this work is presented in Section 1.3. The

publications associated with this thesis (Section 1.3.1), submitted articles (Section 1.3.2), pub-

lished software and datasets (Section 1.3.3 and Section 1.3.4), demos and talks relative to this

thesis work (Section 1.3.5), and open source software and datasets delivered (Section 1.3.3) are

also presented. This chapter concludes by introducing the structure of this thesis.

1.1 Background

1.1.1 Smart Musical Instruments (SMIs)

SMIs represent a fusion of traditional craftsmanship and modern technological innovation which

incorporate embedded electronics, sensors, and software to enhance the capabilities beyond the

conventional limits of their acoustic counterparts. The integration of these capabilities, facilitated

by Digital Signal Processing (DSP) and Machine Learning (ML) algorithms allow for the real-

time interaction, feedback, and customization of sound, along with networked interconnections

between instruments and other peripherals that allow communication and remote control, which

can provide a dynamic and adaptive experience for both the player and the audience.

SMIs allow musicians to bypass the limitations posed by conventional acoustic, electric or

digital instruments. These limitations include the lack of embedded intelligence and the ability to

connect to other devices and being limited to physical interactions only. Traditional instruments
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1.1. Background

Figure 1.1: The Sensus smart guitar - augmented with sensors, onboard processing and wireless
communication [2].

depend on external equipment for enhanced functionality, where SMIs incorporate features such

as effects processing or onboard computers. Moreover, traditional instruments has no integration

with digital ecosystems or cloud services, which has been overcome by SMIs due to their onboard

connection capabilities [3].

SMIs are characterized by several key features as shown below;

• Embedded Intelligence: A primary feature of SMIs is their onboard data processing

capabilities. This will allow the instrument itself to analyze musical input and respond

dynamically. The onboard intelligence allows for many applications within the musical

instrument - RTPD being one of them.

• Wireless Connectivity: SMIs can communicate with external devices using commu-

nication protocols such as WiFi and Bluetooth without the need of physical cables. The

wireless connectivity is enabled through embedded computing devices that facilitate their

intelligence.

• Feedback Systems: SMIs usually include mechanisms for providing real-time feedback

to players. This can take the form of visual displays or auditory cues that enhance the

learning and performance experience.

The Sensus Smart Guitar developed by Elk Audio is an example of a SMI (Figure 1.1). This

guitar is equipped with multiple sensors embedded throughout its body, ergonomically placed

to not disrupt the natural interaction between the musician and the instrument. These sensors

allows for multiple gestures to be tracked, i.e., finger pressure and positions in various areas of the

instrument (e.g., the neck), the distance of the hand from a specific part of the soundboard, and

the position of the instrument and its linear acceleration along the three axes [2]. A demonstration

of the smart guitar is available at https://youtu.be/fqzEQnsSIoY.

2
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Chapter 1. Prelude

1.1.2 The Internet of Musical Things

The concept of SMIs falls under the umbrella of the Internet of Musical Things (IoMusT), which

refers to a network of interconnected intelligent musical devices and systems capable of commu-

nicating and interacting with each other, and also with human users [4]. The IoMusT represents

an ecosystem of interconnected musical things, which include SMI, wirelessly connected con-

trollers and stage equipment, and wearable devices for performers and audience members. This

ecosystem allows for multi-directional real-time exchange of musical data, creating new possibil-

ities for collective musical experiences and networked performances [5].

The IoMusT is a subfield of the Internet of Things (IoT) focused on music-specific appli-

cations. The IoT is a broader paradigm involving the connection of physical devices across a

network to enable communication between devices without human intervention. While the IoT

is primarily concentrated in areas such as home automation and industry, the IoMusT extends

its principles to the realm of music by incorporating musical instruments, sound devices, and

musical stakeholders into an interconnected system.

1.1.3 Real-Time Pattern Detection

A musical pattern is a group of notes and pauses that repeat within a musical composition. The

repetitions of the pattern may be identical duplicates, be transposed or time shifted, or they

may contain embellishments. Repetition can occur as pitched or unpitched sounds (i.e., a phrase

played by a guitar player is pitched, and a phrase played by a percussion player will be unpitched).

Patterns may also be monophonic or polyphonic. Figure 1.2a and Figure 1.2c shows excerpts

from a popular rock song and a classical piece, with repeating patterns highlighted. Figure 1.2b

shows a repeating pattern, where the repetition has been transposed [6]. Similarly, Figure 1.2d

shows the concept of repetition in polyphony using an excerpt from a classical composition.

Repetitive patterns are fundamental structures of music that underpin its creation, per-

ception, and analysis. These patterns can occur in rhythmic, melodic, and harmonic contexts,

facilitating a listener’s ability to recognize and predict musical sequences [7–9]. Research indi-

cates that human cognition is inherently geared towards pattern recognition, which is crucial

not only for music appreciation, but also for broader cognitive processes [10, 11]. The study

of musical patterns involves exploring their representation, discovery, and interpretation; with

implications for music theory, performance practices, and the development of intelligent musical

systems [12].

The field of Music Information Retrieval (MIR) has extensively explored the detection of

musical patterns, leading to various applications such as audio fingerprinting, indexing, plagia-

rism detection, music classification, and recommendation systems. A number of studies which

produce a list, visualization, summary of repeated patterns from an input piece of music have

been published in the literature [9, 13–17]. Although widely studied in an offline context, i.e.,

when the entire composition is available for analysis, limited attention has been given to real-time
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1.1. Background

(a) An excerpt from the song Born to Run, by Bruce Springsteen.

(b) An excerpt from the song Billie Jean, by Michael Jackson.

(c) An excerpt from Haydn, String Quartet Op. 33 No. 5, I, mm. 1–7.

(d) An excerpt from J.S. Bach, Invention No. 1 (BWV 772), mm 1-2.

Figure 1.2: Examples for repetition in music.
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implementations: where analysis must be done as soon as the musical pattern is produced. This

case is particularly challenging as it is not possible to rely on pre-processing or post-processing

techniques typically employed in offline contexts.

RTPD may play an important role in advancing IoMusT applications. This significance is

especially evident in applications focused on SMIs [3]. However, research in SMIs remains limited,

particularly concerning their usage in IoMusT scenarios, largely due to the scarcity of suitable

real-time tools that are computationally efficient enough to function on embedded systems with

restricted capabilities. These limitations include reduced computing power, memory constraints,

limited I/O ports, and the necessity for minimal power consumption.

1.2 Motivation and Aims

The motivation for this doctoral research stems from the challenges faced by RTPD systems, and

the research gap present in the state of the art. Primarily, existing pattern detection methods are

focused on offline analysis, where the entire musical composition is available for processing. Such

approaches allow for a more comprehensive data analysis, but they are not suited for real-time

applications where immediate feedback is required [18, 19]. The limited availability of real-time

tools efficient enough to run on resource constrained embedded systems is another challenge

faced by RTPD systems. A similar challenge is the need to balance accuracy and latency. Real-

time systems must deliver results instantly, which may lead to a reduced accuracy, especially in

resource-constrained environments [18,20].

The intended aim of this research is to develop methods for SMI-based RTPD in music,

specifically live performances. The methods presented by this thesis must be able to operate

efficiently within the limitations of embedded systems, and ensure SMIs can utilize these methods

withut excessive resource consumption. The methods must also be capable of handling expressive

variations a musician might do in a live performance setting. Moreover, they must allow SMIs

to trigger external devices wirelessly based on detected patterns, to enhance performances with

synchronized multi-sensory effects. In reaching these goals, this research will adress the following

research questions:

1. How can RTPD systems effectively manage expressive variations a musician might do

when playing a musical pattern live?

2. What techniques facilitate a balance between accuracy and computational efficiency?

3. How can RTPD be designed to work optimally within embedded hardware, thereby facil-

itating SMIs with RTPD capabilities?

4. How can RTPD-based SMIs be used to enable multi-sensory performances where visual

and tactile stimuli can complement the auditory elements?
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The importance of addressing these research questions stems from the applications envisioned

in the IoMusT paradigm. RTPD-based SMIs has the potential to transform traditional perfor-

mances into immersive, multi-sensory experiences by enabling musical patterns to control stage

elements and other peripheral devices. This will allow musicians to explore novel creative uses

for their instruments, and composers to design compositions with auditory, visual, and haptic

elements. Such technologies has the potential to deliver enhanced experiences for the audience

through multi-sensory components complementing the music.

One of the primary challenges of RTPD systems is temporal constraints. RTPD systems

cannot rely on future data, and has to use the past and/or current input and no pre/post

processing can be performed on entire compositions, as commonly done with offline detection

methods [18,20]. The real-time element in RTPD is another constraint, as results must be deliv-

ered instantaneously, as soon as the musician ends the pattern. The requirement to run RTPD

methods on embedded devices is another challenge, where real time results must be obtained in

computational resource constrained environments. The remainder of this document will discuss

our approaches to answer the stated research questions, while overcoming the challenges listed

above.

1.3 Outcomes

1.3.1 Publications

The doctoral research presented by this thesis led to the publication of the manuscripts listed

below:

• Nishal Stanislaus Silva and Luca Turchet, Real-Time Pattern Recognition of Symbolic

Monophonic Music, in Proceedings of the 19th International Audio Mostly Conference:

Explorations in Sonic Cultures, pages 308–317, Sep 2024.

• Nishal Stanislaus Silva and Luca Turchet, Demo of a smart musical instrument-based

real time pattern detection system, in Proceedings of the 19th International Audio Mostly

Conference: Explorations in Sonic Cultures, pages 552–554, Sep 2024.

• Nishal Stanislaus Silva and Luca Turchet, A Structural Similarity Index-based Method to

Detect Symbolic Monophonic Patterns in Real-time, in Proceedings of the 25th Interna-

tional Conference on Digital Audio Effects, pages 161-168, Oct 2022.

1.3.2 Submitted Articles

The following manuscripts are currently under review for publication,
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• Nishal Stanislaus Silva and Luca Turchet, Real-Time Polyphonic Audio Pattern Detec-

tion on Smart Musical Instruments, submitted to IEEE Transactions on Human Machine

Systems.

• Nishal Stanislaus Silva and Luca Turchet, Performer-Audience Multi-sensory Interactions:

An IoMusT Performance Ecosystem Based on Real-Time Musical Pattern Recognition,

submitted to the International Journal of Human-Computer Studies.

1.3.3 Software

The release of the developed algorithms under an open-source license was part of the doctoral

work. The list below presents the source code of the developed algorithms:

• Hot Licks: The RTPD algorithms presented by this work, including the ML models and

the synthetic data creation model has been published as source-code.

https://github.com/CIMIL/hot_licks

1.3.4 Datasets

The following datasets recorded during this research has been published:

• Dataset of Monophonic Patterns (DoMP) is a dataset containing 4000 symbolic recordings

of musical patterns and repetitions containing expressive variations. The dataset was

recorded with the contributions from 20 guitar players and 20 keyboard players: https:

//doi.org/10.5281/zenodo.10818616

• Dataset of Drum Patterns (DoDP) is a dataset containing 1000 symbolic recordings of mu-

sical patterns and repetitions containing expressive variation. The dataset was recorded

with contributions from 10 drummers: https://doi.org/10.5281/zenodo.14497974

• Dataset of Polyphonic Patterns (DoPP) is a dataset containing 2000 symbolic recordings

of musical patterns and repetitions containing expressive variations. The dataset was

recorded with the contributions from 10 guitar players and 10 keyboard players: https:

//doi.org/10.5281/zenodo.14497998

1.3.5 Demos

This research was presented in the form of a prototype smart guitar at the following academic

and industrial conferences:

• The 19th International Audio Mostly Conference: Explorations in Sonic Cultures, Milan,

Italy, September 17-20, 2024

• The 24th International Society for Music Information Retrieval Conference, Milan, Italy,

November 5-9, 2023.
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• SoundMIT International Synth Expo, Turin, Italy, November 11-12, 2023.

• The 4th International Symposium on the Internet of Sounds, Pisa, Italy, 26-27 October

2023

1.3.6 Awards

The pattern detection algorithm Hot Licks, and the prototype smart musical instrument was rec-

ognized as a finalist in the prestigious MIDI innovation awards 2023.12. The recorded livestream

of the award ceremony is available at https://www.youtube.com/watch?v=bL698UF-1-U.

Figure 1.3: MIDI innovation awards 2023 - Finalist.

1.3.7 Videos

• A demonstration of the multi-sensory performance presented in Chapter 8 can be viewed

at https://youtu.be/axEHkdnxFB8

• A demonstration of the multi-sensory performance presented in Chapter 7 can be viewed

at https://youtu.be/jfm5L3DYIcc

• A demonstration of the system, and a discussion on RTPD is available at https://

youtu.be/gkOqfOT8zXM

1https://midi.org/announcing-the-finalists-in-the-2023-midi-innova

tion-awards
2https://hotlicksvst.github.io/
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Chapter 1. Prelude

1.4 Thesis structure

This thesis is structured as follows: In Chapter 2, we discuss the state of the art in real-time

pattern detection. Chapter 3 introduces the novel datasets created for this research. The methods

evaluated for real-time pattern detention are presented in Chapter 4. The packaging of the

algorithm as a VST plugin, and its integration into a musical instrument is discussed in chapter

Chapter 5. Chapter 6 states the user study conducted to identify the potential usage and the

experience of professional musicians. Chapter 7 and Chapter 8 discusses the SMIs-based multi-

sensory performances conducted. Chapter 9 provides concluding remarks and proposes future

research directions.
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Chapter 2

Game of Tones: A Song of Patterns

and Detection

There has been a multitude of research published on the detection of repeated patterns in music.

Most of these studies are aimed towards the offline detection of repeated patterns in recorded

music and entire compositions where the detection system operates with prior knowledge of

the composition in its entirety. However, we are aiming towards a system to be used in a

live environment with no prior knowledge of the incoming notes beforehand. Hence, a direct

comparison cannot be computed between the proposed methods and the state of the art.

In recent years, the MIREX1 task “Discovery of repeated themes and sections” has served as a

platform for researchers to submit their work on pattern detection. Manifold methods have been

proposed throughout the years, which primarily cater to the discovery of previously unknown

patterns and establishing a hierarchy of their significance. This chapter serves as an introduction

on the state of the art methods in musical pattern detection. We have grouped these methods

into pattern detection methods for symbolic music, polyphonic and offline classifications, and

machine learning methods. Moreover, we introduce the concept of multisensory performances,

of which a RTPD based application will be presented later in this thesis.

2.1 Symbolic Representation-Based Methods

The authors of [21] present a geometric approach to detect patterns in both monophonic and

polyphonic music. The symbolic representations of music are used, and the method inspects

all displacements between note pairs, i.e., if there is a pattern occurring twice in the piece, A

and B—the distances from all notes in A to their counterparts in B should be the same. The

1https://www.music-ir.org/mirex
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chroma vector is used to cluster the repeated patterns. To tackle transposed patterns, the authors

introduce a transposition of all chroma vectors to a single chroma vector.

The algorithm presented in [22] employs a self-similarity matrix to identify repetitive musical

patterns. This method is able to work with audio or symbolic representations. A chromagram

is obtained for the windowed signal, and the key-transposition invariant self-similarity matrix is

computed. A scoring and threshold are performed followed by a grouping by occurrence.

The authors of [23] propose a generalized skipgram model which allows arbitrary cost func-

tions, filtering, recursive and memory-efficient applications. Skipgrams may be used for the

discovery of repeated patterns of close, non-simultaneous events or notes due to the generaliza-

tions and optimizations made. The algorithm has been evaluated on symbolic, polyphonic music

from a dataset containing several piano sonatas of Wolfgang Amadeus Mozart.

The system proposed in [24] introduces a compositional hierarchical model to provide a hier-

archical representation of the audio signal. The input to the system is a symbolic representation

of the music signal consisting of a set of pitches, each defined by an onset and an offset. The

model first produces compositions of two pitches, with the number of pitches incrementing. Fol-

lowing this, a statistical approach is employed to retain the compositions which cover the most

information in the input layer.

The authors of [25] present a point-set comparison algorithm where the music is presented

in the form of a multidimensional point set. The algorithm uses two-dimensional points, (t, p),

where each point represents a single note or sequence of tied notes whose onset time is t in tatums

and whose morphetic pitch is p. The authors also introduce the maximal translatable patterns

vector, which is the set of points in the dataset that can be translated by a vector to give other

points. This greedy compression algorithm is able to find the best maximal translatable patterns,

append them to a new vector, and remove these points from the dataset.

The algorithm described in [26] finds repetitions of sequential patterns from monophonic

sequences represented in a symbolic format. The algorithm progressively analyzes the musical

sequence through one single pass. The analysis is carried out for each successive note of the

sequence. For each new note, it is checked 1) if pattern occurrence(s) ending at the previous

note can be extended with the new note; 2) if the new note initiates the start of a new pattern

occurrence.

2.2 Polyphonic Audio Classification and Offline

Applications

Existing research on polyphonic audio classification has explored various signal processing meth-

ods, as well as machine learning techniques, including convolutional neural networks (CNNs) and

recurrent neural networks (RNNs). These techniques have been used to handle the complexity

of multiple simultaneous notes involved with polyphonic music. Most studies are focused on

12
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offline applications (i.e., finding all occurrences of given musical patterns in a musical score or

recording), but real-time processing remains a challenge scarcely investigated.

A comprehensive review and analysis of pattern recognition techniques applied to polyphonic

music transcription is provided in [27]. The authors discussed various approaches, including signal

processing methods, machine learning algorithms, and hybrid systems. Their work provided a

foundation for subsequent research in automatic music transcription.

An extensive overview of the field of pattern discovery in music is reported in [28]. The au-

thors reviewed existing techniques, discussed challenges, and proposed future research directions.

The authors of [26] introduced a method for extracting motivic patterns in polyphonic music

based on adaptive redundancy filtering. Their approach could identify significant musical motifs

in complex polyphonic textures, providing valuable tools for music analysis and composition.

The authors of [29] discussed various evaluation metrics for polyphonic sound event detec-

tion systems. They analyzed the strengths and weaknesses of different metrics, proposing new

measures that better capture the performance of detection algorithms in realistic environments.

Their work contributed to standardizing evaluation practices in the field.

The authors of [30] addressed the challenge of discovering repeated note content directly

from polyphonic music audio. They developed algorithms that could identify repetitive patterns

without relying on symbolic representations, significantly advancing the field of audio-based

music analysis.

A method for detecting repetitions in complex polyphonic textures, across multiple musical

dimensions including pitch, rhythm, and timbre, is reported in [31]. Such a work contributed to

the understanding of musical structure in polyphonic compositions.

The authors of [32] introduced novel algorithms for matching patterns in symbolically en-

coded polyphonic music, allowing for pattern matching under transposition invariance. Their

approach demonstrated improved accuracy and efficiency compared to previous methods, par-

ticularly in handling complex polyphonic structures.

The study described in [33] focused on identifying repetitions under transposition and time-

warp invariances in polyphonic symbolic music. The researchers developed algorithms that could

detect patterns even when they were distorted through transposition or temporal variations. This

work significantly advanced the field of music pattern recognition by addressing the complexities

of real-world musical variations.

The 2010 study on “A Methodology for Detection of Melody in Polyphonic Musical Signals”

introduced a novel approach to melody extraction based on the human auditory system model

[34]. The researchers developed algorithms that could identify the main melodic line within

complex polyphonic textures. Their method showed improved performance compared to existing

techniques, particularly in handling diverse musical genres.

The perception of syncopation in polyphonic musical contexts was explored in [35]. The au-

thors conducted experiments to investigate how different instrumental combinations and textural

complexities affect listeners’ perception of syncopation. Their findings provided insights into the
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cognitive processes involved in rhythm perception in polyphonic music.

The authors of [36] conducted an empirical evaluation of end-to-end polyphonic optical mu-

sic recognition (OMR) systems. They compared various neural architectures for transcribing

polyphonic music scores into symbolic representations. Their findings highlighted the strengths

and limitations of different deep learning approaches in OMR, providing valuable insights for

future research in this area.

The work reported in [37] explores the different features humans would use to categorize songs

into groups. The authors have identified that the contour, rhythm, and motifs of a melody are

important in establishing a similarity between melodies. In particular, the re-occurrence of short

characteristic motifs is an important factor in establishing the similarity of songs that belong to

the same tune family. The authors present an annotated dataset of 260 folk songs categorized

into 26 tune families. In computational approaches to the study of variation among folk song

melodies from oral culture, both global and local features of melodies have been used. From a

computational point of view, the representation of a melody as a vector of global feature values,

each summarizing an aspect of the entire melody, is attractive. However, from an annotation

study on perceived melodic similarity and human categorization in music presented by the same

work [37], it followed that local features of melodies are most important to classify and recognize

melodies.

The study presented by [38] compares between the global and local features in the classi-

fication of folk songs. The study, through an annotation study, investigates the importance of

global features which summarize a melody as a vector from a computational point of view, and

the importance of local features in the perception of similarity and human categorization. The

categorization uses a nearest neighbor classification as well as a Euclidean distance. The study

concludes that local features carry more melodic information than global features, and hence

locality is a crucial factor in establishing similarity among folk song melodies.

A method to detect repeating patterns in audio versions of Indian music is presented in [39],

which utilizes an entire structure, as opposed to a note based repetitions. Features such as mel-

frequency cepstral coefficients, modulation spectral features, and jitter are calculated to reduce

the computational time observed in signal level comparison. The audio is split into frames, and

a dynamic time warping is used to measure the similarity between frames. The study states that

songs with high complexity contain longer patterns that repeat less often, and songs with low

complexity contain shorter patterns that repeat more often.

A method to automatically detect repeating patterns in polyphonic music in the JKUPDD

database, in audio or symbolic representations is presented by [40], using a variable Markov

oracle. The study uses chroma features which are processed based on musical heuristics such as

modulation, beat-aggregation, etc, and fed into the variable Markov oracle based framework.

The authors of [41] propose a correlation-based method to determine the similarity between

songs. A statistical operation, named the correlation coefficient is introduced and evaluated on

a datset of Indian classical music-based songs. The computation is based on the occurrence of
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16 fundamental frequencies between two songs, and is aimed toward the development of a music

recommendation system for music therapy applications.

2.3 Machine Learning Approaches

The study reported in [42] applied deep neural networks to polyphonic sound event detection.

A multi-label classification approach was developed using convolutional (CNN) and recurrent

(RNN) neural networks. The method demonstrated improved performance in detecting overlap-

ping sound events compared to traditional approaches.

An approach to detecting overlapping sound events in polyphonic audio was proposed in [43].

The authors developed a method based on non-negative matrix factorization to learn dictionaries

from annotated polyphonic recordings. Their approach showed promising results in separating

and identifying concurrent sound events.

In our earlier study, prior to this doctoral research [19], we presented a comparison between

a deterministic method and several machine learning methods designed to detect patterns in

symbolic real-time music. The deterministic method was a straightforward boundary-checking

system of pitch, amplitude, and time. We presented a single neural network-based method, a

multiple neural network-based method: using a dedicated neural network for each pattern, a

recurrent neural network-based method, and a convolutional neural network-based method. Of

all methods presented, the deterministic method had the best results, identifying 100% of the

patterns with zero false detections from a synthetically created dataset. However, some significant

limitations of this study were the fixed window size (i.e., each pattern repetition must be identical

in length to the ground truth for successful detection) and the lack of realistic variations in the

dataset (i.e., repetitions with added notes, removed notes, or pitch modulations).

The study reported in [44] presents a method based on large pre-trained audio neural net-

works. The neural networks are trained on the large-scale AudioSet dataset and are capable

of being transferred to other tasks. The authors have transferred the pretrained audio neural

networks to several pattern recognition tasks using several different datasets.

The authors of [45] present a method that models human judgment of what constitutes a

significant pattern by incorporating annotations of repeated patterns, avoiding the need to design

heuristics. The system works on symbolic representations of monophonic music and has been

evaluated on the Meertens Tune Collection Annotated Corpus dataset2. The algorithm uses a

neural network trained to detect a low-dimensional embedding of the feature space, mapping

passages of music close together when they are occurrences of the same ground-truth pattern,

based on human annotations.

The work described in [46] presents a hypothesis that fusing the output from various musical

pattern discovery algorithms will improve the pattern discovery results. The study presents a

2https://www.liederenbank.nl/mtc/
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method to combine the output from ten state-of-the-art algorithms using the MIREX dataset

and the annotated corpus of the Dutch song database, which are human-annotated, and presents

a meta-analysis of the (dis)similarities among pattern discovery algorithms’ output.

2.4 Real-time Challenges

Real-time audio processing techniques have been developed to minimize latency and ensure

seamless integration with live performances [47, 48]. These techniques often involve optimiz-

ing algorithms for speed and efficiency, as well as leveraging specialized hardware and embedded

real-time operating systems [49,50]. Embedded real-time audio processing is critical to the devel-

opment of SMIs and is crucial for applications such as live performances, interactive installations,

and real-time effects processing.

While there has been significant progress in both polyphonic audio classification and SMI

technologies, the integration of real-time polyphonic pattern detection within an SMI remains

underexplored. This research aims to fill this gap by developing and validating a system that

combines these elements.

Methods of unknown pattern discovery are usually designed to determine if repeating pat-

terns are present in entire compositions and require prior knowledge of the composition in its

entirety to operate efficiently. However, as we are implementing a system to be used in a live

environment with no knowledge of the incoming notes beforehand (but with the knowledge of

which patterns to detect), solutions presented in existing literature cannot be used to accomplish

our desired task.

2.5 Applications of Multi-sensory Performance

and Immersive Technologies

Multi-sensory performances represent a rapidly evolving area of research and artistic exploration,

integrating various sensory stimuli to create immersive and engaging experiences for the audience

[51–54]. These performances are not limited to traditional auditory elements, but incorporate

additional senses such as vision, touch, and smell, aiming to enhance the emotional engagement

of the audience. Most research in this field has been focused on enhancing the participation and

immersion of the audience in a Virtual Reality (VR) setting [55], especially involving audio and

visual or audio and tactile modalities [56–59].

The study presented in [60] explores the integration of haptic wearable devices into live

musical performances to enhance audience engagement through tactile feedback. Such haptic

devices allow audiences to experience music through touch, augmenting the traditional auditory

experience.
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The authors of [61] explore the interplay between different senses in Augmented Reality

(AR) performances. The authors presented two systems designed to enhance music creation

and playback through AR interfaces in 3D environments. The systems allow users to engage

in collaborative music-making experiences that incorporate visual, auditory, and tactile modal-

ities, creating a rich multi-sensory environment. Users are able to interact with virtual bubbles

containing musical segments which can be captured and arranged on a playback timeline, and

users can manipulate virtual musical instruments through hand movements and speech com-

mands. The authors also presented a user study which showed the systems’ ability to improve

user interactions significantly, compared to traditional interfaces.

Three public multi-sensory performances which mapped expressive gestures and voice to real-

time audiovisual outputs is presented by [62]. Through questionnaires across different audience

engagement levels (performers, participants, and audience), they found that direct participation

and understanding of the technology significantly enhanced audience appreciation. Their findings

suggest that successful multi-sensory performances require both robust technical implementation

and clear narrative elements, with active engagement leading to better reception than passive

viewing.

Some researchers have explored the concept of multi-sensory interactions and connected

musical instruments. The study reported in [63] describes a smart guitar prototype delivering,

in real time over Wi-Fi, messages to virtual reality headsets used by audience members.

The study presented by [64] introduces a novel wearable garment designed to transfer the

somatic sensations of an expert singer’s vocal techniques to the audience, creating a fourth voice

through haptic gestures that mimic the singer’s upper-body movements. An evaluation was

conducted through immersive opera performances with audience members wearing the garment.

The findings showed that such technologies can provide experiences that surpass traditional

boundaries between performer and audience.

The authors of [65] introduce an ontology designed to facilitate interoperability within

IoMusT ecosystems. The authors discuss the enhancement of musical experiences through hap-

tic stimulation’s and providing new capabilities for creative participation with embedded sensor

interfaces. The study discusses the potential for novel interactions within IoMusT ecosystems

involving performers, composers, and audience members.

The authors of the study reported in [66] have explored the integration of an interactive

screen-score system within a musical performance ecology, involving two musicians and a com-

poser. The system presented by this study facilitates the real-time creation and manipulation

of musical notation to enhance the inter-connectivity between musicians and the musical score.

The paper examines the interactions between the composer, instrumentalists, and the technol-

ogy through a detailed case study and highlights how the screen-score acts as a mediator in the

performance process. The findings suggest that such systems can exert a strong influence on

musical interactions.

Although not directly related to music performance ecosystems, the study conducted by [67]
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provides a comprehensive review of the role and the impact of multi-modality in VR environ-

ments. The authors discuss how integrating sensory modalities—such as visual, auditory, haptic,

olfactory, and proprioceptive inputs—enhances user experiences by creating more immersive and

realistic interactions within VR. The study highlights various applications of multi-modality, and

its potential to improve performance, increase presence, and facilitate more effective learning and

training scenarios.

2.6 Summary

Taken together, the studies above show that existing research on musical pattern classification has

explored various types of signal processing and machine learning techniques. These techniques

have been used to handle the complexity of multiple simultaneous notes involved with polyphonic

music. Most studies have focused on offline applications (i.e., finding all occurrences of a given

musical pattern in a musical score or recording). However, real-time detection remains a challenge

scarcely investigated. Moreover, the reviewed literature shows that only a handful of studies has

focused on the creation of IoMusT ecosystems using SMIs to control devices delivering immersive

and multi-sensory content to the audience.

This research addresses these gaps by developing systems that integrate real-time polyphonic

pattern detection into live performance contexts, enabling enhanced musical interaction and

immersive experiences.
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Chapter 3

The Sound of Data: Crafting a Mu-

sical Patterns Dataset

A fundamental step in understanding the structural and expressive aspects of music is the detec-

tion and subsequent analysis of musical patterns [12, 68]. Although computational approaches

in pattern detection have advanced significantly, existing datasets primarily focus on complete

musical pieces or isolated musical elements. Moreover, the existing approaches lack attention to

how musicians incorporate expressive variations while maintaining pattern identity. This limita-

tion becomes particularly evident when studying musical patterns played by a musician during

a live performance, which may include the incorporation of expressive and artistic variations on

certain musical phrases that they might repeat during the performance [69].

To address these limitations, we present three complementary datasets for the analysis of re-

peating musical patterns which include artistic variations. The DoMP forms the foundation with

4000 recordings of musical patterns in MIDI format. DoMP features 400 distinct monophonic

patterns along with 3600 variations and was constructed with the contribution of 40 musicians

(20 guitar players and 20 keyboard players). Building upon this framework, the DoDP captures

rhythmic patterns from 10 drummers, following the same methodological approach. Finally, the

DoPP extends into the acoustic domain, comprising of high quality audio recordings of poly-

phonic patterns and variations. DoPP was also created through audio recordings obtained from

10 piano players and 10 guitar players, and it enables the analysis of timbral and harmonic

variations alongside rhythmic and melodic elements.

Currently available datasets for MIR, while extensive, present several limitations for research

on pattern repetitions resembling a live performance setting. They are not ideally suited for an-

alyzing musical patterns with expressive variations due to their focus on complete performances

as opposed to pattern repetitions and expressive nuances. The main limitation is the reduced

availability of repetitions for each pattern. Large-scale collections suck as DISCO-10M [70] (10

million audio-MIDI pairs) and MetaMIDI Dataset (MMD) [71] (436,631 MIDI files), despite their
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extensive collections, lack explicit annotations for pattern repetitions. Pattern-focused datasets

such as the BPS-Motif [72] (32 pieces with 263 patterns) and JKU-PDD [73] (5 pieces with 32

patterns) emphasize the discovery of repeated patterns in complete musical compositions, and

only offer a limited number of pattern repetitions. Similarly, instrument-specific collections like

MAESTRO [74] (200+ hours of piano performances) and DadaGP [75] (26,181 guitar pieces)

also focus on complete performances without annotations on pattern repetitions, thus limiting

their usability when studying pattern repetitions with expressive variations. In the percus-

sion domain, IDMT-SMT-Drums [76] and ENST-Drums [77] datasets primarily address drum

transcription and classification tasks, and do not focus on repetitive patterns and expressive

variations. Presented above were some examples for datasets with MIDI and audio data, both in

monophony and polyphony, and they include piano, guitar and drum recordings. table 3.1 pro-

vides a comprehensive comparison of these datasets, and shows their unsuitability for analyzing

pattern repetitions with expressive variations. This factor was the main motivation behind the

three datasets, specifically created for analyzing pattern repetition with expressive variations.

This chapter presents our three datasets, detailing their design principles, recording method-

ologies, and technical specifications. We discuss how these complementary collections address

existing gaps in music datasets, particularly in capturing intentional variations in pattern repe-

titions across different musical contexts.

The following sections provide detailed documentation of the datasets’ structure, characteris-

tics, and validation procedures, establishing them as valuable resources for researchers studying

musical pattern analysis, performance variation, and cross-instrumental comparison. Our ap-

proach of involving professional musicians and focusing on explicit pattern variations provides

a unique foundation for advancing our understanding of how musicians naturally incorporate

expressivity in pattern repetition across different musical contexts and instrumentation.
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Dataset

Name

Purpose Size Format Content Type Unique Features

DISCO-
10M

Advancing
research in ma-
chine learning
for music

Large-scale Audio and meta-
data

Music recordings
and metadata

Multi-stage filtering pro-
cess; precomputed CLAP
embeddings

MetaMIDI
Dataset

Music informa-
tion retrieval

436,631 MIDI
files

MIDI MIDI files Matched against 32M Spo-
tify clips; linked with Mu-
sicBrainz

BPS-Motif Repeated pat-
tern discovery

263 motives,
4944 occur-
rences

MIDI, symbolic Note-level anno-
tations

Peer review process; focuses
on contextual relationships

JKU-PDD Intra-opus pat-
tern discovery

5 pieces Symbolic Musical se-
quences with
annotations

Hierarchical pattern anno-
tations

MAESTRO Piano perfor-
mance learning

200 hours MIDI and audio Audio record-
ings and MIDI
files

Fine alignment ( 3 ms);
includes key velocities and
pedal data

DadaGP Generative mod-
eling

26,181 song
scores

GuitarPro, tok-
enized

Song scores Custom tokenization
format; GuitarPro en-
coder/decoder

IDMT-
SMT-
Drums

Drum transcrip-
tion and separa-
tion

608 WAV files
(2:10 hours)

WAV Drum recordings 104 polyphonic recordings;
manual annotations

ENST-
Drums

Drum transcrip-
tion and process-
ing

225 minutes Audio Audio record-
ings

Three professional drum-
mers; 8 audio and 2 video
channels

Table 3.1: Comparison of Music Datasets.



3.1. Composing the Monophonic Dataset

3.1 Composing the Monophonic Dataset:

The Guitar and Keyboard Sessions

One of the first fundamental steps in our research was the creation of DoMP - focusing on mono-

phonic musical patterns. Monophony in music implies single line melodic patterns, where only a

single musical note is present at any given instant. In the context of analysis, monophonic music

can be described as much simpler than polyphonic music where multiple simultaneous musical

notes may occur. Figure 3.1 shows a graphical illustration of a monophonic and polyphonic

musical section. The monophonic and symbolic DoMP serve as the primary resource in under-

standing fundamental aspects of expressive variations between musical patterns before extending

this research into more complex musical contexts.

The choice of monophonic music as the initial focus offers several methodological advantages.

Monophonic music, characterized by a single melodic line without harmonic accompaniment,

provides a controlled environment for studying any artistic and expressive variations a musician

might perform to a pattern. This simplification allows for unobstructed analysis of fundamental

musical parameters such as pitch, timing, and dynamics without the complexity introduced by

harmonic interactions and multiple concurrent voices. However most instrument soloing tend to

monophonic for the greater part, and monophonic pattern detection too has a very usable use

case in a real-world scenario.

3.1.1 MIDI Magic: Why Go Symbolic?

MIDI1 is the protocol that allows communication between electronic musical instruments, com-

puters, and other connected devices [78]. MIDI operates by transmitting digital messages in

place of audio signals. As opposed to audio formats like mp3 or WAV that reproduce exact

sounds, MIDI transmits instructions that are used by devices to produce sound using their in-

ternal sound generation mechanisms [79]. The MIDI protocol operates at 31.25 kpbs using 8-bit

serial transmission, with a single start bit and a single stop bit.

The MIDI communication relies on several message types as described in Table 3.2. The

primary message types in music generation are note on and note off. Each message encapsulates

the starting and ending time time of the note, as well as how loud the note must be. Consider the

first four notes of a C major scale as shown by Figure 3.2 and Figure 3.3 in musical and piano roll

notations respectively. The MIDI sequence messages required to represent these musical notes

are shown by Figure 3.4.

The decision to use MIDI as the primary symbolic data format during the first stage of this

research was taken as it can provide a musically meaningful representation which captures the

performance details without the complexity of audio signals. Moreover, MIDI provides direct

1https://midi.org/
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Figure 3.1: An excerpt from the popular song “Bohemian Rhapsody”. The single line mono-
phonic vocal section from the first two bars of the song (top) and the accompanying polyphonic
choral section (bottom) illustrates the difference between monophony and polyphony.

Message Type Function Parameters

Note On/Off Controls note playback Note number, Velocity
Control Change Modifies parameters Parameter ID, Value
Program Change Switches instruments/patches Program number
System Messages Controls system functions Clock, Transport

Table 3.2: The primary message types used by the MIDI protocol.

access to note events and properties and a clear representation of all parameters of each note

(i.e., velocity, duration, modulations etc.).

3.1.2 Dataset Recording

The recording process for DoMP was contented with the contribution of 40 musicians (20 guitar

players, and 20 keyboard players). The guitar and the keyboard were selected as they are arguably

the two most popular musical instruments with onboard, or easily attachable mechanisms to

obtain MIDI data.. The musicians were from different ethnic groups (Italian, British, Scottish,

Filipino, Spanish, Ugandan, and Sri Lankan), male, and aged between 18-43 (mean age: 28.5,

standard deviation: 6.244).

Morover, the musicians were from diverse musical backgrounds, some of them including

classically trained musicians, church organists, contemporary studio/ session musicians, jazz

musicians, rock and pop musicians, solo musicians, musicians involved in bands and groups, blues

musicians, and ethnic musicians. This diversity in experience and backgrounds of the musicians

involved in the dataset contributed a high variance in data suitable for a generalization.

In recording the dataset, most keyboard players preferred to use their own instrument. Some

keyboard players used workstations or digital pianos, while some keyboard players used MIDI

controllers. The MIDI signal was obtained directly form the instrument for all keyboard players.

However, recording process for the eclectic guitar segment was somewhat restricted due to
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S = G
ˇ = 120

ˇ ˇ ˇ ˇ
Figure 3.2: The first four notes of the C major scale in standard music notation.

Figure 3.3: The first four notes of the C major scale in piano roll notation.

1 note_on channel=0 note=48 velocity=72 time=0

2 note_off channel=0 note=48 velocity=64 time=480

3 note_on channel=0 note=50 velocity=72 time=0

4 note_off channel=0 note=50 velocity=64 time=480

5 note_on channel=0 note=52 velocity=72 time=0

6 note_off channel=0 note=52 velocity=64 time=480

7 note_on channel=0 note=53 velocity=72 time=0

8 note_off channel=0 note=53 velocity=64 time=480

Figure 3.4: The MIDI messages required to generate the first four notes of the C major scale.
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Figure 3.5: Fishman TriplePlay Connect: the MIDI tracker used to record the dataset. Image
from product webpage2.

the need of a MIDI tracker for the electric guitar. The MIDI tracker converts the notes played

on the guitar into symbolic representation, thereby enabling them to be used with our algorithm.

Figure 3.5 shows an electric guitar that has been outfitted with the Fishman TriplePlay2 MIDI

tracker which was chosen due to its ease of operation. The guitarists used an Ibanez S470 (6

strings, 25.5" scale length, HSH pickup configuration, double locking tremolo), and an Epiphone

SG standard (6 strings, 24" scale length, HH pickup configuration, tune-o-matic bridge) guitars

to record the dataset.

For the dataset recording, each musician was asked to compose and record 10 distinct mono-

phonic patterns that could potentially be repeated in a live performance or improvisation. The

patterns reflected each musician’s personal playing style and background. The 10 patterns acted

as the ground truth data.

The musician was then asked to repeat each pattern 9 times, and the musician was allowed

to use any artistic and expressive variations in the subsequent recordings up to a limit. The only

condition presented to the musician was that each version of the pattern should be perceptually

equivalent to the original ground truth, according to their opinion. This decision was taken to

understand the perceptual variance between a musical pattern and a repetition with expressive

variation, as the level of expressive variations varied with each musician. Hence, each musician

recorded 10 distinct patterns with 9 variations of each to yield a total of 400 musical patterns,

which resulted in creation of DoMP with 4000 monophonic musical patterns and variations.

The keyboard players used different expressive techniques in their playing. It was evident

that some musicians prefer certain techniques over others. Most keyboard players involved in

live bands used the pitch-bend controller, while its presence was very rare among piano players

and church organists. Some musicians prefer hard keystrokes, while some prefer to play very soft.

2https://www.fishman.com/tripleplay/
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Adding passing chromatic notes in sequences, using the pitch-bend to reach subsequent notes,

and slight pitch modulations on notes are some examples of the expressive techniques exhibited

by the keyboard players in recording the dataset.

Similarly to the keyboard players, the guitar players also used various expressive techniques

that are present in the dataset. The most common variation is deviations in time. String bending

was also a very common technique used by many guitar players: either to reach the next note or

to add slight vibrato effects. Hammer-ons and pull-offs were also some common techniques used.

However, several restrictions had to be applied to overcome the limitations of the MIDI

tracker. The following list describes some of these these limitations:

• Very fast playing was tracked as wrong notes or a single note with very large pitch bends.

• Fast legato sequences were sometimes tracked as a single note with large pitch bends.

• Multi-finger tapping was often tracked as single notes with large and frequent pitch mod-

ulations

• Palm muted notes and ghost notes were often tracked as random notes.

• Harmonics (artificial/ natural/ pinch) were tracked as false notes.

Moreover, the MIDI tracker operates on the MIDI 1.0 standard3, and it lacks polyphonic pitch

bending, which is a technique most guitar players use frequently. This was not a concern as the

dataset is monophonic. The guitarists were asked to refrain from using techniques listed above

to overcome the hardware limitations. Despite the restrictions imposed, the dataset contains a

large number of artistic and expressive variations.

The dataset contains 4000 patterns in the form of MIDI files. Of these patterns, 400 are

distinct ground-truths and 3600 are their repetitions. The folder structure of the dataset is shown

by Figure 3.6. Figure 3.6 shows the file tree of the dataset. The filenames are named in the

format artistID_patternID_versionID.mid, where Z represents a set of integers and;

• artistID ∈ Z : 0 ≤ artistID ≤ 39;

• artistID ∈ Z : 0 ≤ artistID ≤ 9;

• versionID ∈ Z : 0 ≤ versionID ≤ 9.

The expressive variations performed on the patterns in the dataset range from very subtle

to noticeably obvious, such that perception of the original pattern is retained. However, these

levels of variation may be deemed too high for a live performance, where performers are likely

to bring about minimal variations to a predefined pattern. As a result, we can consider our

dataset as a worst case scenario as it represents the most challenging situations that a pattern

detection algorithm may encounter. These characteristics, the inclusion of different musical

instruments, along with the involvement of diverse musicians in recording the dataset make it

an ideal candidate for evaluating our algorithms, as well as a benchmark for future studies.

3https://midi.org/midi-1-0
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Figure 3.6: The file tree structure of the DoMP.
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3.2 Uncovering Musical DNA: Analyzing

Expressive Variations

The primary purpose of creating the dataset was to define an objective and suitable definition for

a musical pattern. In the literature, the commonly used definition of a musical pattern is a set of

ontime pitch pairs that are repeated at least once within a composition [80, 81]. However, most

research in MIR struggle to reach a general consensus on what is a musical pattern [82]. Some

definitions present patterns as a function of multiple attributes (duration, contour, harmony,

etc.) [26]. Some researchers have presented drastically different definitions where patterns do

not need to be repeated but must have musical meaning to create musical statements and to

construct a musical syntax [83].

The research presented by [82] suggests that patterns can be defined as variations on an initial

musical element, where variations consist of repetitions with modifications to one or more of its

attributes (e.g., pitch, duration). A recognition system for music must incorporate perceptual

features for successful operation [84].

The traditional definition of a musical pattern has evolved beyond simple repetition to incor-

porate various musical attributes [85]. This evolution reflects the understanding that patterns

are subject to artistic interpretation as opposed to static structures. Hence, the work presented

by this thesis, influenced by the above definitions as well as those given by various musicians,

considers a more perceptual definition of a musical pattern: every ordered sequence of notes and

pauses that occur at least twice in a composition, either identically or with variations, is consid-

ered as a pattern. Two sequence occurrences that present artistic variations are considered to be

repetitions of the same pattern when untrained human listeners can perceptually agree on their

common origin/ equivalence/ similarity.

This research supports a perception-centered definition in alignment with cognitive music

processing, where the human brain structures the environment through discriminating between

similar, and different elements [11]. With this hypothesis, the similarity between musical patterns

can be defined as a function dependent on temporal, pitch, and dynamic similarity as shown by

Equation (3.1), where a musical pattern P is defined as a function of its of temporal, pitch, and

dynamic characteristics. This relationship is a crucial element in evaluating the performance of

the pattern detection methods discussed in the proceedings sections.

P(pattern) = f(temporal, pitch, dynamic) (3.1)

A comprehensive analysis of DoMP reveals several key characteristics in musical patterns

and repetitions. Some of these are shown by Table 3.3. The average length of a pattern is 20.45

MIDI notes, the average variation in amplitude is 9.24 MIDI velocity, and the average deviation

in time is 77.64 MIDI tick times.

Several characteristics of elements being added to, or being removed from a pattern are listed

below. Thus, the rate of modification can be defined as 28.117% using the formula presented by
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Parameter Mean Standard Deviation

Pattern Length 20.45 5.32
Amplitude Variation 9.24 2.87
Temporal Deviation 77.64 12.45

Table 3.3: Average length, amplitude variation, and temporal deviation of the patterns in
DoMP.

Equation (3.2).

• The average number of notes added to a musical pattern is 4.84;

• The average number of notes removed from a musical pattern is 0.69;

• The average number of extra pauses added to a pattern is 1.93;

• The average number of pauses removed from a pattern is 0.33;

Modification Rate =
Elements Added− Elements Removed

Total Elements
× 100% (3.2)

A notable finding from the dataset was pitch modifications. Analysis of DoMP showed that

approximately 9% of the notes in a pattern contain pitch bends. Moreover, an average number

of 3.65 pitch bends were added as extra to a pattern. The dataset also showed that 956 of the

pattern variations had added variations when the ground-truth did not. These findings revealed

that there is a 26.5% probability that a pitch bend may be included in a pattern. The dataset

also revealed that chromatic passing notes was a common embellishment technique. An average

number of 1.58 notes per pattern may be inserted between two notes separated by a whole tone.

This comprehensive analysis of DoMP provides extensive insight into how musicians would

employ expressive variations when repeating a musical pattern during a live performance. These

insights can be summed down into three critical considerations for the detection of pattern

detection algorithms:

1. Algorithms should be more permissive of additions than deletions, as the data suggests a

higher probability of notes and pauses being added as opposed to removed;

2. Algorithms must be flexible temporally, and allow both note timing variations and strate-

gic insertion of pauses. A somewhat stricter criteria may be maintained for the removal

of pauses;

3. Algorithms must incorporate pitch bends, particularly in transition regions between notes.

29



3.3. Rhythm in Repetition

3.3 Rhythm in Repetition: Adding Drum

Patterns

Building upon the foundation of the DoMP, this research expanded into the rhythmic and per-

cussive patterns by introducing the Dataset of Drum Patterns (DoDP). While DoMP focused

primarily on expressive variation dependent on melody, the DoDP aims to capture the rhythmic

expressions and variations commonly employed by drummers during live performances. Similar

to the DoMP, DoDP also contains 10 distinct drum patterns by each musician, with 9 accompa-

nying variations of each pattern. A total of 10 drummers were involved in creation of the dataset.

Similar to DoMP, the drummers had different musical backgrounds and experience levels.

The complete dataset was recorded using a Yamaha DTX-432k electronic drum kit4. The

choice of an electronic drum kit was due to the ease of obtaining MIDI data. Its silent operation

was also a crucial factor when conducting experiments in laboratory conditions, as well as its

small footprint and ease of transportation. Figure 3.7 shows the electronic drum kit used to

record DoDP. The drum kit configurations included:

• Yamaha DTX drum module

• Bass drum

• Snare drum

• 3 × toms

• Cymbals (hi-hat, crash, and ride)

• Hi-hat control pedal

A total of 10 drummers participated in the recording sessions to create DoDP. All musicians

were Italian, aged between 18-36 (mean age: 26.0, standard deviation: 5.07), they had different

experience levels, and represented diverse musical backgrounds including:

• Professional session drummers

• Jazz drummers

• Rock and metal band members

• Orchestral percussionists

• Traditional/ethnic percussion players

• Contemporary and fusion musicians

The recording procedure was identical to the DoMP, where each drummer was asked to

compose 10 distinct drum patterns that they would typically use during a live performance. The

patterns varied in complexity, time signatures, and style. Upon recording the ground-truths, the

musician was asked to play each pattern 9 more times, employing various expressive techniques

that they preferred. Subsequently, the DoDP resulted in:

4https://shop.usa.yamaha.com/en/p/instruments/drums-percussion/

electronic-drums/dtx432k-electronic-drum-set
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Figure 3.7: The Yamaha DTX-432k electronic drum kit used to record DoDP.

• 100 distinct ground truth patterns

• 900 repetitions with expressive variations

• 1000 total recorded patterns

Similar to DoMP, the variations remain perceptually equivalent to the original ground truths,

while incorporating common drumming techniques and expressions. The dataset contains a

comprehensive range of drumming techniques and variations, including:

• Dynamic Variations:

– Ghost notes and accents

– Crescendos and diminuendos within a pattern

– Sudden velocity changes

– Cross-stick and rim-shot variations

– Switching between left and right hand

• Temporal variations:

– micro-timing adjustments

– puch-pull techniques

– Subdivision variations

– Tempo changes

– single, double, and half time techniques
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Figure 3.8: The file tree structure of the DoDP.

• Embellishments:

– Variations in drum fills

– Grace notes

– Interchanging toms within a pattern

– Addition or removal of notes

– Inclusion of drum rolls

• Stylistic variations:

– Genre-specific groove changes

– Ethnic and cultural rhythm adaptations

– Fusion of different styles

The dataset follows an identical organization to DoMP. Figure 3.8 shows file structure of the

dataset. The files are named in the format artistID_patternID_versionID.mid, where

Z represents a set of integers and;

• artistID ∈ Z : 40 ≤ artistID ≤ 59;

• artistID ∈ Z : 0 ≤ artistID ≤ 9;

• versionID ∈ Z : 0 ≤ versionID ≤ 9.

The drum kit was set up to follow the General MIDI percussion mapping, which is one

of the standard methods for symbolic percussion. The General MIDI percussion mappings are

presented in Appendix Table A.2. In contrast to the patterns present in DoMP, the drum

patterns need several modulation and controller data for a successful sound reproduction. To

fulfil this requirement, each MIDI file contains,
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• MIDI note numbers of each hit

• Velocity data for each hit. MIDI veloity is in the range 0-127.

• Precise timing information in MIDI ticks

• Controller data for hi-hat pedal positions

3.3.1 Groove Analytics: Decoding Patterns and Crunching

the Stats

A comprehensive analysis into the percussive patterns and expressive variations present in DoDP

revealed similarities, as well as differences between DoMP and DoDP. Below are several key

characteristics of the patterns present in DoDP:

Pattern Statistics

• Average pattern length: 16.8 MIDI events (standard deviation: 4.2)

• Mean velocity variation: 12.6 MIDI velocity (standard deviation: 3.8)

• Average deviation in time: 42.3 MIDI ticks (standard deviation: 8.9)

• Average tempo: 98.6 BPM (standard deviation: 18.4)

Expressive Variations

• Average addition of drum hits: 3.2 MIDI events per pattern

• Average removal of drum hits: 0.8 MIDI events per pattern

• Average addition of ghost notes: 2.4 MIDI events per pattern

Time Signature Distribution

• 4/4: 75% of patterns

• 6/8: 15% of patterns

• 7/8 and odd meters: 2% of patterns

• Other meters: 8% of patterns

The DoDP exibits several distinct characteristics when compared with DoMP. The average

deviations in time is smaller (42.3 vs. 77.62 in MIDI ticks), and the pattern lengths are more

consistent. Moreover, a lower rate of both addition and removal of elements was observed. These

findings highlight several attributes that must be considered when designing a pattern detection

system for a percussive context as shown below:

1. Algorithms must be more sensitive to timing variations to accommodate for micro, double,

and half time variations.
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2. Systems must be able to handle a greater range of velocity variations, such as the usage

of ghost notes and accents.

3. Algorithms should ideally be able to detect patterns within larger rhythmic sections.

4. Systems should be flexible to handle different grooves, along with changes in groove.

3.4 The Sound of Many Voices: Creating the

Polyphonic Dataset

The research presented by this thesis started from the exploration of symbolic monophonic

musical patterns, then led to the analysis of rhythmic and percussive patterns to end at the study

of expressive variation within polyphony. Upon establishing robust datasets for monophonic

patterns and rhythmic drum patterns, we present the dataset designed to capture the nuances

in polyphonic musical patterns and their repetitions with expressive variations. This progression

reflects the increasing complexity of analysis, where multiple voices interact with each other

to create harmonic phrases. This advancement in data collection provides insight into how a

musician would handle pattern variations in a more complex musical context, where timbral

characteristics must also be analyzed in parallel with the musical characteristics.

The DoPP is consistent with the data collection framework used in DoMP and DoDP. A

primary change is the adaptation into the challenges of audio recording. The recording setup

included Universal Audio RME Fireface UFX+5 and Zoom U-246 audio interfaces. All recordings

were done with a 44.1 kHz sampling rate and 24-bit resolution.

A total of 20 musicians (10 guitar players and 10 keyboard players) participated in the

recording sessions to maintain parity with DoMP and DoDP. The musicians were from different

ethnicities (Italian and Sri Lankan), aged between 26 and 55 years(mean age = 38.571, standard

deviation = 9.234), and had different musical backgrounds including classically trained musicians,

contemporary studio/ session musicians, funk musicians, jazz musicians, and rock musicians.

Similarly to the methodology adopted to the construction of DoMP and DoDP, each musician

was asked to compose 10 distinct polyphonic musical patterns, along with 9 more repetitions of

each of them. Each musician was given the artistic freedom to add any variations or expressive

techniques they preferred on each subsequent version so long as the original pattern remained

perceptually equivalent: preserving the original idea of perception, where an untrained human

listener should identify each variation to be the same as the original pattern.

The dataset contains a total of 2000 polyphonic audio patterns and variations, of which

1000 are played on a keyboard and 1000 are played on an electric guitar. 200 total patterns are

distinct (100 guitar patterns and 100 keyboard patterns), and 1800 patterns are repetitions of

the ground-truths with expressive variations.

5https://rme-audio.de/fireface-ufx.html
6https://zoomcorp.com/en/us/audio-interface/audio-interfaces/u-24/
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Most musicians preferred to use their own instrument in recordings the dataset. Some of

instruments used in recording the dataset were:

• Electric Guitars:

– Ibanez S470

– Ibanez RGA7

– Fender Stratoaster

– Gibson Les Paul

– Fender Telecaster

– Epiphone SG standard

• Electric Keyboards:

– Korg Krome

– Dexibell Vivo S7

– Roli Seaboard

– Studiomagic Numa X

– Korm KRONOS

Thus, the dataset contains an excellent representation of different spectral and timbral character-

istics of multiple instruments. The guitarists also experimented with different pickup selections

which can also be attributed as timbral variations of the pattern. The unprocessed direct input

was obtained from the electric guitars, and the keyboard players were instructed to refrain from

using time-based effects such as delay or reverb.

The keyboard players used different techniques such as using the pitch bend and using

modulation/ sustain pedals. Adding extra notes, removing notes and changing the durations of

notes were some common variations present. Similarly, the guitar players used techniques such

as string bending, double stops, shifting between staccato and legato playing, muted notes, ghost

notes and harmonics. The audio recording process eliminated the limitations encountered when

recording guitar for DoMP, which were due to hardware restrictions of the MIDI tracker.

Thee polyphonic musical patterns exhibit several distinct features, some of them including:

• Harmonic Elements:

– Combination of monophony and polyphony

– Chord voicing between 2-4 notes

– Extended harmony

– Double stops

– Voice leading

• Textural Elements:

– Contrapuntal motion

– Rhythmic accompaniment

– Dissonance
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Compose ground truth

Record ground truth

Record variation 1

Record variation 2

Record variation 3

Record variation 4

Record variation 8

Record variation 7

Record variation 6

Record variation 5

Record variation 9

Figure 3.9: The recording pipeline for all 3 datasets.

Moreover, the dataset includes various polyphonic instrument-specific techniques. Some of

the guitar-specific techniques captured are fingerstyle playing, hybrid picking, string grouping

variations, polyphonic string bending, and multi finger tapping. Some of the keyboard-specific

techniques present in the dataset are split hand movements, pedal variations, usage of the pitch

bend and modulation controller, usage of aftertouch, and advanced harmony changes. The

presence of a wide variety of expressive techniques, as well as a wide variety of tonal and timbral

characteristics makes DoPP an ideal candidate to evaluate pattern detection systems.

3.4.1 Harmony in Numbers: Unlocking the Secrets of

Polyphonic Patterns

A comprehensive analysis was done on the DoPP, which revealed several key characteristics of

polyphonic musical patterns.

• Average pattern duration: 8.4 seconds (standard deviation: 5.54);

• Tempo range: 60-180 BPM;

• Dynamic range: -24dB to 0dB.

The file naming convention was kept identical to DoMP and DoPP. The file structure of

DoPP is shown by Figure 3.8.

The file naming format is artistID_patternID_versionID.mid, where Z represents a

set of integers and;
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Figure 3.10: The file tree structure of the DoPP.

• artistID ∈ Z : 60 ≤ artistID ≤ 89;

• artistID ∈ Z : 0 ≤ artistID ≤ 9;

• versionID ∈ Z : 0 ≤ versionID ≤ 9.

This comprehensive polyphonic dataset completes our three-tiered approach to musical pat-

tern analysis, providing researchers with a robust foundation for studying the full spectrum of

musical expression from simple melodies to complex polyphonic arrangements. The progression

from MIDI-based monophonic and rhythmic patterns to audio-based polyphonic recordings re-

flects the natural hierarchy of musical complexity, offering invaluable insights into how musicians

conceive and vary musical patterns across different contexts and complexities.

3.5 Grooving Through the Data: Patterns, Beats,

and Musical Feats!

This chapter has outlined the design, creation, and significance of three complementary datasets—

DoMP, DoDP, and DoPP — each uniquely addressing specific challenges in the analysis of mu-

sical patterns and their expressive variations. These datasets were developed with the aim of

bridging gaps in existing resources for musical information retrieval (MIR), particularly with re-

spect to live performance settings. They stand apart in their ability to capture nuanced artistic

expressions that musicians naturally incorporate when repeating patterns across monophonic,

rhythmic, and polyphonic contexts.
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The DoMP dataset, focusing on symbolic monophonic patterns, serves as a foundation for

understanding how musicians introduce expressive variations such as timing shifts, dynamic

modulation, and note embellishments. The inclusion of diverse musicians with varied stylistic

backgrounds ensured a rich representation of playing techniques. These insights into monophonic

expressivity provide valuable baseline data for computational models seeking to understand or

emulate musical performance.

Building on DoMP, the DoDP dataset expanded the scope to rhythmic and percussive pat-

terns, emphasizing temporal flexibility and dynamic variation in drum performances. Captured

from drummers across a range of genres, the dataset highlights intricate micro-timing adjust-

ments, ghost notes, and stylistic embellishments. By doing so, it not only provides a benchmark

for rhythm-specific pattern detection but also reflects the diversity of rhythmic expressions en-

countered in live performance scenarios.

The DoPP dataset marks a significant progression, delving into the complex interplay of

harmony, melody, and timbre in polyphonic musical contexts. By incorporating audio recordings

alongside symbolic representations, it offers researchers the opportunity to analyze expressive

techniques in richer detail, including chordal textures, contrapuntal motion, and instrumental

timbre. The dataset also overcomes limitations of symbolic-only formats, particularly for guitar

performances by capturing expressive nuances like string bending and harmonic variations.

Together, these datasets form a cohesive resource that advances the study of musical pattern

analysis, enabling cross-instrumental and cross-contextual comparisons. Their systematic orga-

nization, diverse participant pool, and focus on expressive variations establish a comprehensive

benchmark for evaluating pattern detection algorithms. They also set a new standard for cap-

turing musical expressivity in ways that are both perceptually meaningful and computationally

accessible.

In summary, the datasets not only provide a foundation for understanding how musicians

intuitively create and manipulate patterns but also contribute to the broader fields of MIR, cog-

nitive musicology, and performance analysis. Future researchers can leverage these datasets to

explore topics such as machine learning-based pattern recognition, expressive performance mod-

eling, and cross-cultural musical analysis. By addressing existing limitations and incorporating

diverse expressive contexts, these datasets pave the way for a deeper understanding of the “sound

of data” in music.

38



Chapter 4

The Music Matrix: A Framework for

Real-Time Pattern Recognition

The detection of musical patterns involves a complex intersection between signal processing, data

analysis, and as of recently, machine learning techniques. This chapter presents a comprehensive

examination of various methods evaluated within the course of this doctoral research in the

context of identifying musical patterns in real-time. Several computational approaches including

DSP methods, traditional machine learning methods, and modern deep learning methods were

evaluated to identify a suitable candidate delivering the perfect balance between accuracy and

performance. DSP methods such as the Structural Similarity Matrix (SSIM) and Dynamic Time

Warping (DTW), traditional neural networks, and Recurrent Neural Networks (RNNs) were

among the methods assessed.

Every computational method has its own advantages as well as drawbacks. The selection of

the methods described above was driven by their strengths in the context of RTPD. Traditional

neural networks demonstrate capabilities in learning hierarchal patterns between data points.

RNNs on the other hand, offer advantages in processing musical patterns due to their ability to

capture temporal dependencies. The SSIM offers a novel approach to pattern detection with its

focus on structural relationships between musical sequences.

These detection methods were evaluated on the basis of performance, which include accuracy,

computational load, as well as real-time processing capability and latency. A critical assessment

is crucial, as real-time implementations of a pattern detection system is drastically different from

an offline implementation due to the need of processing to be in real-time. Moreover, the need

to implement the system on an embedded device with limited computational power requires

a system with a low memory footprint. This section will discuss the implementation of each

approach, including preprocessing steps, feature extraction techniques, and model architectures.

The experimental setup was designed to provide a fair comparison between all methods,

while exploiting the strengths of each method. The datasets introduced in Chapter 3, compris-

ing of diverse range of musical genres and styles were used in the evaluation. Several unique
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data representation methods are used, including matrix-based representations, discrete time se-

ries representations, and spectrogram-based representations. Each method employs a different

analysis technique, and the data representation methods were designed to obtain the fullest po-

tential. Through this systematic evaluation, this thesis presents the advantages and drawbacks

of each method in the context of musical pattern detection, the experimental results, along with

the most suited candidate for a real-time usage. These findings not only advance the state of the

art, but also highlight promising directions for future research.

4.1 Music in Translation: From Notes to

Numbers

The raw music, either in symbolic or audio format, must first be transformed into meaningful

information that can be analyzed by computational processes. This transformation of data is

crucial in creating well performing algorithms for musical pattern detection.

This section illustrates the data representation mechanisms introduced to facilitate compu-

tational analysis. Each detection method that was evaluated in this research works differently,

and data must be fed in a format that aligns with the specific functioning of each algorithm. A

matrix-based data representation, a sampled discrete time series representation, and a spectro-

gram representation that was introduced are discussed hereinafter. Each format provides unique

insights into musical data. from the precision of matrix-based analysis to the temporal clarity

of discrete time series, or the expressive timbral characteristics presented by spectrograms, these

representations serve as essential building blocks for advanced algorithms in RTPD.

4.1.1 MIDI Reloaded: Building the Matrix

A matrix-based data representation is particularly well suited for the computation of SSIM as

it operates on the principle of comparing structural similarities within 2-dimensional data. The

SSIM is primarily an image processing technique, and by organizing MIDI information into a

matrix format resembling that of a single channel image, the inherent structures of the music can

be preserved. This research uses a modified version of the matrix-based representation introduced

by our pre-doctoral work reported in [19].

The original representation uses three attributes to denote each single musical note, namely

the pitch, amplitude, and duration. This research further enhances this representation by intro-

ducing an additional attribute: Pitch Bend - used to denote the graceful increase or decrease

of the pitch of a musical note. A column matrix is used to encapsulate the four attributes and

denote a single musical note. The four attributes can be described as follows:

1. Pitch: The pitch of a note is a perceptual quality which allows for it to be deemed

higher or lower than other notes, and enables a note to be ordered on a frequency-related
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scale [86, 87]. The MIDI standard uses the 12 tone equal temperament (12-TET) tuning

system and the pitch is obtained from the MIDI number.

2. Pitch-bend: Pitch-bend is a musical technique used to obtain vocal-like expressive char-

acteristics and articulations from musical instruments by increasing or decreasing the pitch

of a note. String instruments achieve this effect by bending the desired string, and key-

board style instruments achieve this effect by the use of a pitch controller. Pitch-bend is

similar to the music concept of glissando.

The MIDI pitchwheel parameter is used to denote the pitch bend. The assumption that

the commonly used interval of ±2 semitones for the pitchwheel range is maintained in this

research [88].

To denote a smooth and graceful pitch bend, MIDI instruments encode the pitch bends

as a series of MIDI messages with fine increments or decrements. Using all pitchwheel

values would render extremely long sequences with arbitrary lengths. Hence, only the

local minima or maxima are used to denote the pitch bend to retain its shape with a

minimal amount of data. Figure 4.1 shows an illustration of a pitch bend done to a single

musical note. For this particular note, the pitch bend changes are represented by 158

MIDI messages. The representation standard uses values corresponding to the 6 peaks

and 5 troughs instead of all 158 values. Thus, the note shown by Figure 4.1 will have

pitch bend values of [0, 8191, 800, 8191, 4454, 8191, 2114, 6096, 266, 7451, 61, 7492,

0 ].

3. Amplitude: The amplitude corresponds to the loudness of the note. As shown by Equa-

tion (3.1), the relative loudness in each note of a sequence as an important attribute in

determining the match with a pattern. MIDI velocity is used to represent the amplitude.

The velocity value corresponds to the rate at which a keyboard key is pressed [88,89]. This

action on an acoustic instrument will render a louder, or a softer sound. Although MIDI

velocity may be used to control multiple parameters in a synthesizer [89], the evaluations

operate under the assumption that MIDI velocity is used to control only the amplitude.

In music, dynamics refer to the variation in loudness between notes and phrases, and are

represented using dynamic markers, which may range from pianississimo, which refers

to very very quiet playing, to fortississimo, which refers to very very loud playing [90].

Appendix Appendix A.1 shows a complete list of dynamics markers, along with their sym-

bols and corresponding MIDI velocity values as mapped by the popular music production

software Logic Pro [1].

4. Duration: The duration of a note is the time duration where the note undergoes its

gradual decay. The duration is presented in seconds.

Equation (4.1) provides an example of a single musical note denoted using the representation

mechanism introduced above. For any ith note in a sequence Ni, the pitch is denoted by Pi, the
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Figure 4.1: Pitch bend values of an example musical note.

current value of pitch-bend is denoted by Bi, the amplitude is denoted by Ai, and the duration

is denoted by Di.

Ni =













Pi

Bi

Ai

Di













. (4.1)

Accordingly, Equation (4.2) shows a sequence of notes N , which are represented using the matrix-

based format:

N =













Pi

Bi

Ai

Di

,

Pi+1

Bi+1

Ai+1

Di+1

,

Pi+2

Bi+2

Ai+2

Di+2

, . . .













(4.2)

It should be noted that the MIDI note number 0 is used to represent the C−1 note, which

is an octave below the C0 = 16.35Hz note [91]; just below the lower limit of human hearing,

and is well outside the frequency range of most contemporary musical instruments. Therefore,

the occurrence of a C−1 note can be safely ruled out, and its MIDI number used to represent a

pause.

The first four notes of the C major scale presented by Figure 3.2, with the assumption that

all notes have an equal moderately loud amplitude (refer Appendix Appendix A.1), no pitch

bends, and a tempo of ˇ “ = 120 bpm, can be denoted using the matrix-based representation as

follows:

S =













60

0

80

0.5

62

0

80

0.5

64

0

80

0.5

65

0

80

0.5













. (4.3)
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4.1.2 Sampling the Sound: Capturing Music in Time

RNNs are designed to process sequential data, through carefully maintaining a memory of previ-

ous inputs. This characteristic allows RNNs to lern temoral depenencies and patterns over time.

To achieve the fullest potential of any RNN, the input data must be organized into a discrete

time series, where each element in the sequence represents a distinct and equally spaced moment

in time.

Hence, the RNN algoritm employed in this research relies on a discrete time series repre-

sentation of the input MIDI data. This data restructuring is done by sampling the MIDI input

ar regular intervals of 30 milli-seconds (ms). The choice of sampling frequency is based on psy-

choacoustic principles, as it is the approximate temporal resolution at which the human auditory

system distinguishes between two sequential sound events [92]. The MIDI data is sampled every

30 ms to capture pitch and other expressive parameters at discrete time steps. The MIDI note

number and pitchwheel parameters are used to construct the discrete time sereies.

MIDI pitch bend is a 14-bit control message that enables continuous pitch modulation of

musical notes. The pitch bend message contains a pitchwheel parameter in the range 0-16,383,

with 8192 representing the neutral no bend position. The actual deviation in pitch is determined

by the sound producing device settings. The standard practise is a range of ±2 semitones for

the MIDI pitchwheel range [88, 93]. At each time step t, a combination of the MIDI pitch and

pitchwheel values are used to yeild the pitch value P , as shown by Equation (4.4). Figure 4.2

shows the first four notes of the C major scale with a pause, its matrix representation denoting

pitch and duration, and the time series constricted by sampling its notes.

Pt = pitcht ± (pitchwheelt − 8192)×
1

4096
(4.4)

4.1.3 Cepstral Tales: Decoding Timbre, One Coefficient at

a Time

While the matrix and time series analyses are suited for monophonic music, polyphony requires

a different approach to accommodate the multiple concurrent notes. A spectrogram is a visual

representation of the frequency spectrum of a signal as it changes over time. A spectrogram is

calculated by the division of a signal into frames, and then computing the amplitudes of each

frequency component [94].

Spectrograms are particularly suited for audio analysis, as they are able to display multiple

simultaneous frequencies to capture the harmonic structure of polyphonic audio [95, 96]. This

allows the analysis of overlapping tones and timbral variations, allowing spectrograms to be used

for tasks such as source separation, transcription, and pattern detection [97,98].

Mel Frequency Cepstral Coefficients (MFCCs) are a widely used feature extraction technique

in audio signal processing. MFCCs are able to represent the spectral properties of sound in a
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Figure 4.2: The first four notes of the C major scale (top), and the corresponding matrix-based
representation with pitch and duration (middle), and sampled sequence (bottom).

compact manner suitable for computational analysis. The main advantage of MFCC is its ability

to model the human auditory system’s non-linear perception of frequency, which is achieved

by mapping the signal’s frequency content into the Mel scale - a perceptually motivated scale

with increasing resolution with frequency [99]. Following is a detailed description of the MFCC

computation.

1. The algorithms presented by this research computes the MFCC of the windowed audio

signal every 30ms. The windowed audio signal y[n] of length N , is them multiplied by a

Hamming window w[n] as illustrated in Equation (4.5) and Equation (4.6). The window

function is used to reduce spectra leakage.

y[n] = x[n] · w[n], 0 ≤ n ≤ N (4.5)

w[n] = 0.54− 0.46 cos

(

2πn

N − 1

)

(4.6)

2. Following the window function, the magnitude spectrum of the windowed audio segment

is computed using the Fast Fourier Transform (FFT). The FFT is used to transform the

signal from the time domain to the frequency domain as shown by Equation (4.7).

X[k] =

N−1
∑

n=0

y[n]e−j 2π
N

kn, 0 ≤ k < N (4.7)
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3. X[k] represents the windowed audio segment in the frequency. The mangitude spectrum

is then obtained as shown by Equation (4.8)

|X[k]| =
√

Re(X[k])2 + Im(X[k])2 (4.8)

4. The magnitude spectrum is then passed through a bank of filters set according to the Mel

Scale. The Mel scale can be defined by Equation (4.9) for frequenct f in hz, where m(f)

is the corresponding Mel frequency.

m(f) = 2595 · log10

(

1 +
f

700

)

(4.9)

The filter bank consists of M filters Hm[k] as shown by Equation (4.10). The filters are

designed to emphasize lower frequencies and have a low resolution at higher frequencies.

Hm[k] =



















f [k]−f(m−1)
f(m)−f(m−1) , f(m− 1) ≤ f [k] ≤ f(m)

f(m+1)−f [k]
f(m+1)−f(m) , f(m) ≤ f [k] ≤ f(m+ 1)

0, else

(4.10)

The filtered energy for each filter m is then computed as shown by Equation (4.11).

Em =
∑

k

|X[k]|2 ·Hm[k] (4.11)

5. Upon computing the energy values, the Discrete Cosine Transform (DCT) is computed

to compress the information into a smaller set of coefficients. Equation (4.12) shows the

computing of the n-th MFCC, where 0 ≤ n < Ncoeff.

cn =

M
∑

m=1

logEm · cos

(

πn

M

(

m−
1

2

))

(4.12)

The experimental setup presented by this thesis is primarily concerned about SMIs. As all

calculations must be done in real-time within a low powered embedded device, the FFT size

was set to N = 1024 (Equation (4.7)), with a hop size of 512. The number of Mel bins was

set to M = 10 (Equation (4.10)). These values were experimentally identified to be the best

compromise between accuracy and speed to be computed on the utilized embedded device.
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Figure 4.3: Block diagram comparing the different methods used.

4.2 Algorithmic Jam Session: Comparing

Approaches

The comparison if musical pattern detection algorithms described in this thesis presents an

intersection of DSP, computer vision, and ML approaches. Each method offers its own capabili-

ties in capturing the complex relationships within musical patterns. This section highlights the

methodology of the algorithms designed around the three methods: SSIM, DTW, and RNN.

For a fair evaluation, each method has an identical experimental setup. The common steps

for evaluating each algorithm are:

1. Extraction of a windowed section of music;

2. Feature extraction;

3. Comparison with the ground truth patterns;

4. Evaluation of whether the windowed music section is a match to any ground truth.

Figure 4.3 shows a graphical illustration of the evaluation framework. A square window is

used to preserve the characteristics of the music. The size of the window is dependent on the

specific detection method. Each detection method has a different feature extraction methods:

• The SSIM uses the MIDI data transformed into a matrix-based representation.

• The DTW and the monophonic version of the RNN uses the MIDI data, sampled and

restructured into a discrete time series.

• The polyphonic version of the RNN uses a windowed audio segment, in the form of a

MFCC spectrogram.
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Upon feature extraction, the SSIM, and DTW methods will compare the features against those

of the list of ground-truths. The RNN is trained to classify the windowed segment. If the

probability is high enough as discussed in Equation (3.1), the segment is confirmed as a pattern.

4.2.1 The Structural Similarity Matrix: Mapping Musical

Connections

The SSIM is a Computer Vision technique to measure the similarity between two images. SSIM

provides advantages over standard comparison methods such as a Mean Squared Error, and it

derives inspiration from the human visual perception to identify structural information from a

scene [100]. The SSIM index for two image signals x and y, is presented as follows: [100];

SSIM(x,y) =
(2µxµy + C1)(2σxy + C2)

(µx
2 + µy

2 + C1)(σx
2 + σy

2 + C2)
. (4.13)

where C1 and C2 are constants to ensure stability when the denominator reaches 0 for each

measure. µx, and µy is measured by averaging over all the pixel values. σx
2 and σy

2 is measured

by computing the variance of all the pixel values, and the covariance between x and y are denoted

by σxy, as shown in Equation (4.15). They are defined for each pixel i of an arbitrary variable

x as below.

µx =
1

N

N
∑

i=1

xi. (4.14)

σx =

(

1

N − 1

N
∑

i=1

(xi − µx)
2

)

1

2

. (4.15)

The SSIM outputs a single value between −1 and +1. A value of +1 indicates that the given

images are identical, and a value of −1 indicates that the given images are very different.

Bicubic Interpolation

Interpolation is a common technique used in Computer Vision to resize images. There are

several interpolation methods available for image resizing, and bicubic interpolation is a common

technique used by several popular image processing software [101].

In the context of computer vision, bicubic interpolation calculates a weighted average of the

surrounding 4x4 pixel square to calculate the interpolated value for an unknown pixel u. Each

surrounding pixel is assigned a weight based on its distance to the destination pixel [102]. The

kernel for the bicubic interpolation is illustrated in Equation (4.16), where d is the distance

between the interpolated point and the grid point [101,103].
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Figure 4.4: Flow chart of the proposed algorithm.

u(d) =



















3/2|d|3− 5/2|d|2 + 1, 0 ≤ |d| < 1,

−1/2|d|3− 5/2|d|2− 4|d|+ 2, 1 ≤ |d| < 2,

0 2 < |d|.

(4.16)

Dynamic Window

Musicians may add extra notes or remove some notes from a pattern based on their expressive

needs at a live performance. With the understanding that a sequence can still be perceived as a

pattern despite some extra notes being present (Equation (3.2)), a dynamic window is used to

obtain sequences to compute the SSIM against each pattern.

The size of the window is used as a control parameter to allow a p number of notes to be

added to the pattern. The evaluations presented in this thesis used the value of 0 ≤ p ≤ 3, which

allows for a maximum of 3 extra notes to be added. As illustrated in Figure 4.4, if the length

of a pattern in n, multiple sequences will be extracted from the music stream, each with lengths

n + 0, n + 1, n + 2, and n + 3. p was chosen arbitrarily, and it may be adjusted to make the

system as strict, or as lenient as the user desires.
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Resizing using Bicubic Interpolation

One of the primary criterion for the SSIM is that the two matrices being compared has to be

identical in size. As the windowed segments may vary in length by a factor of p, a bicubic

interpolation is performed to resize the sequences of length n + p, to the length of the pattern,

n (Equation (4.16)). Following which, the interpolated vectors are used to compute the SSIM

values with the pattern attribute vectors as illustrated in Figure 4.4.

SSIM Computation

The interpolated sequence and the pattern is first split into pitch, amplitude, pitch-bend, and

duration vectors. This step is taken to ensure that each attributes contribute independently

to the final measure. The SSIM between each pair of the pitch, amplitude, pitch-bend and

duration vectors of the interpolated sequence and each pattern are then computed as illustrated

by Figure 4.4.

For each vector pair x and y, the µx, µy, σx, and σy are calculated as presented in Equa-

tion (4.13). The calculated µx, µy, σx, and σy values are then used to compute the SSIM value

for x and y, for all four vector pairs.

The constants C1, and C2 are small constants, included to avoid instability when µx
2 +µy

2,

and σx
2+σy

2, respectively, is very close to zero. The evaluations used arbitrary values K1 = 0.01,

and K2 = 0.03, same as [100]. Furthermor the value L = 127, was selected as the dynamic range

for pitch and amplitude. C1 and C2 are defined as [100]:

C1 = (K1L)
2, (4.17)

C2 = (K2L)
2. (4.18)

As shown above, four seperate SSIM values for each pair of note attributes are computed.

For each sequence x, and pattern y, the SSIM between the two pitch vectors is SSp(x,y), the SSIM

between the two amplitude vectors is SSa(x,y), the SSIM between the two pitch-bend vectors is

SSpb(x,y), and the SSIM between the two duration vectors is SSd(x,y). The four SSIM values are

then used to compute the final metric between each sequence and pattern - the MM.

MM

MM is is obtained through a weighted summation of all four SSIM values as illustrated in

Equation (4.19). This step ensures that all attributes in the sequence and the pattern make a

contribution based on their importance to the definition of a pattern. A greater difference in one

set of attributes will lead to a smaller MM. If all attributes are identical, a value of MM = 1.7 is

obtained, and for every deviation from the pattern, the MM will decrease. The lowest possible

value is MM = −1.7
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MM(x,y) = SSp(x,y) + 0.2× SSa(x,y)+

0.2× SSpb(x,y) + 0.3× SSd(x,y).
(4.19)

MM is obtained through a weighted summation of the SSIM values of the four note attribute

vector pairs. The weights for each SSIM value, as shown by Equation (4.19), were selected

arbitrarily based on the relative contribution each attribute makes to the definition of the pattern.

The on-time pitch pairs are the most important attribute to determine if a sequence and a

pattern is a match [26]. It was empirically identified that the amplitude contributes less to the

definition of a pattern. It should be noted that the user may change these weights based on the

importance they give to each note attribute.

Appendix Appendix B.2 shows the computation of MM for a pattern and one of its occur-

rences in the JKUPDD dataset.

4.2.2 Dynamic Time Warping: Aligning Patterns Across

the Beat

Dynamic Time Warping (DTW) is a time-series analysis method for temporal sequences that

may vary in speed and has applications in domains such as speech recognition and stock market

analysis. The similarity, or the distance between two sequences is computed by constructing a

distance matrix between each point and measuring the shortest path. This property of DTW

makes it an ideal candidate to measure similarity between musical sequences of different lengths

such as that of a musician playing a pattern with some variation.

For two sequences x and x′, which lie in the same dimensional space with respective lengths

n and m, DTW distance can be expressed as:

DTWq(x, x
′) = min

π∈A(x,x′)





∑

(i,j)∈π

d(xi, x
′

j)
q





1

q

, (4.20)

where an alignment path π is a sequence of K index pairs ((i0, j0), (i1, j1), ..., (iK−1, jK−1), which

represents the shortest possible path between x and x′, and A(x, x′) is the set of all possible paths.

The following criteria must be met for the alignment path π to be considered admissible:

• The beginning and the end of the time series’ must be matched: π0 = (0, 0), and piK−1 =

(n− 1,m− 1);

• The sequence should increment in both i and j, and all indexes should be present: ik−1 ≤

ik ≤ ik−1 + 1, and jk−1 ≤ jk ≤ jk−1 + 1.

The DTW method first extracts a a sub-sequence of notes from the incoming music through

a windowing function. The size of the window will be dependent on the lengths of the patterns
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Figure 4.5: The first four notes of the C major scale (top), and the corresponding matrix-based
representation with pitch and duration (middle), and sampled sequence with 30ms sampling
frequency (bottom).

that are to be recognized. As explained in Chapter 3, a musician may add an average of 24% of

additional notes and pauses. Hence, the size of the window function was set to be approximately

20% larger than the length of the longest pattern.

Representation of Music

As presented in Section 4.1.1 (and reported in [19,104]), the MIDI data is converted to a matrix-

based representation, where the pitch and duration of each note is used to represent it. Upon

receiving each MIDI event, gradient changes in pitch are scanned in order to determine changes

between notes and pauses. Whenever a gradient change is detected i.e., the transition between a

note on message and a note off message, or receiving a pitch bend message, it is considered as a

new event. Figure 4.5 shows the first four notes of a C-major scale with a pause, and its matrix

based representation.

The pitch is an integer in the range 0–127. However, pitch bends are denoted using a separate

pitchwheel message which lies in the range 0–16383 [88]. Although this range of values could

be mapped to a pitch change of any interval in a synthesizer, the common practice is to use a

pitch bend of ±2 semitones [88]. This assumption is maintained the pitch of a note is denoted

as a floating point value where a unit pitchwheel increment is considered as a 1/8192 increment

in pitch.
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A sub-sequence is obtained upon receiving each new event - may it be a note, pause, or a

pitch-bend. The DTW between each ground-truth and the sub-sequence is then computed to

measure similarity. The MIDI notes are converted to the matrix-based representation format

consisting of a pitch vector and a duration vector (see Figure 4.5), which requires the use of a

multidimensional DTW to obtain a similarity.

Multidimensional DTW

This multidimensional DTW may be achieved by a singular warping path across all dimensions,

or by merged warping paths of each individual dimension [105, 106]. The latter was chosen, as

it enables a controlled contribution of each attribute towards the final similarity measure. The

merged warping path for two matrices A ∈ R
n×D, B ∈ R

m×D can be as follows:

1. Split the matrices into vectors:

A = {a1,a2, . . . ,aD}, ad ∈ R
n (4.21)

B = {b1,b2, . . . ,bD}, bd ∈ R
m (4.22)

2. Compute the DTW distance between each vector pair, where d ∈ Z, 0 ≤ d ≤ D:

DTWd(ad, bd) = min
π∈A(x,x′)





d
∑

(i,j)∈π

(adi, bdj)
q





1

d

, (4.23)

3. Upon computing each DTW distance between vector pairs, the summation can be obtaied

as:

DTWmerged(A,B) =

D
∑

d=1

DTWd(A,B) (4.24)

It was empirically identified that while the duration of notes do play a part in defining a

pattern, it could be given a lesser importance. Refer to Figure 4.6 for an example of this scenario,

where significant changes in some less-important attributes may alter the perceptual definition.

Hence, a weighted summation was implemented to obtain the final metric. Equation (4.25) could

be modified to include the weights wd:

DTWmerged(A,B) =

D
∑

d=1

DTWd(A,B)× wd (4.25)

The DTW method presented uses a weighted sum to obtain the final metric. The algorithm

splits the sequence to a pitch vector sp and a duration vector sd. As shown in Figure 4.7, a
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Figure 4.6: C, D, E, F notes with a short pause (top). The same notes, but with a significantly
larger pause (bottom). Due to the longer pause, the two patterns will not seem perceptually
equivalent despite the pitches being identical.

1-dimensional DTW for pitch and duration (DTWp and DTWd) is obtained between each pitch

and duration vector in the sequence (sp and dd), and the corresponding pitch and duration

vectors of a pattern i in a list of patterns (ppi and pdi), to obtain DTWp and DTWd. The final

metric is obtained via a weighted summation of DTWp and DTWd, where wp and wd are the

weights for pitch and duration respectively. The weights were empirically identified to obtain

the highest accuracy. Algorithm 1 shows the pseudo code of the DTW method.

Algorithm 1 Weighted DTW method.

1. Input: Sequence s = (sp, sd), Patterns {p1, p2, . . . , pn}, Weights wp, wd

2. Output: Final metrics {Metric1,Metric2, . . . ,Metricn}

3. Split sequence s into pitch vector sp and duration vector sd

4. For each pattern i in the list of patterns {p1, p2, . . . , pn}:

(a) Extract pitch vector ppi and duration vector pdi from pattern i

(b) Compute pitch DTW: DTWp ← DTW(sp, ppi)

(c) Compute duration DTW: DTWd ← DTW(sd, pdi)

(d) Compute weighted sum: Metrici ← wp ·DTWp + wd ·DTWd

5. Return the list of metrics: {Metric1,Metric2, . . . ,Metricn}
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Figure 4.7: A block diagram of the DTW algorithm.

4.2.3 Recurrent Neural Network: Learning Loops and

Layers in Music

RNN are a subclass of artificial neural networks specifically designed to process sequential data.

This sequentiality as achieved by maintaining a memory of previous inputs. RNNs maintain

feedback connections, unlike traditional feedforward networks, which allow them to maintain

a hidden state that updates itself over time, effectively giving them a memory of part inputs

[107]. This property makes RNNs well suited for tasks such as language translation, time series

prediction and analysis, and well as speech synthesis where the temporal structure is essential in

understanding patterns.

RNN will process an input sequence x = {x1, x2, . . . , xT }, where xt represent a feature at

time-step t. The RNN updates its hidden stae ht, based on the current input xt and the previous

hidden stage ht−1 as shown in Equation (4.26):

ht = f(Whht−1 +Wxxt + bh) (4.26)

where:

• ht is the hidden state at time-step t;

• Wh is the weight matrix of the hidden state;

• Wx is the weight matrix of the input;

• bh is the bias;

• f is the non-linear activation function (e.g., tanh, ReLU)

The hidden state ht will store the information on the previous inputs until time t. The

output of the RNN yt is shown by Equation (4.27).
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yt = g(Wyht + by) (4.27)

where:

• Wy is the weight matrix of the output;

• by is the output bias;

• g is the activation function (e.g., softmax for classification, linear for regression);

Several different RNN configurations exist, each with their own merits and drawbacks. For

our approach, we empirically identified that a stacked configuration, consisting of a fully con-

nected RNN layer, a GRU layer, and a LSTM layer yielded the best accuracy.

A Fully Connected RNN consists of an architecture where each node is connected to every

node in the next layer. This comprehensive connectivity allows information to flow between

all nodes. Fully connected RNNs can capture intricate relationships present in sequential data

more effectively than simpler architectures such as Vanilla RNNs. However, due to their complex

structure, fully connected RNNs may require more training data and computational resources.

The long-short term memory (LSTM) networks involve a more complex memory which allows

it to retain information over long sequences. LSTMs consist of a hidden state and a cell state,

which contain the input at the current time step along with the information learned from previous

time steps. The LSTM has three gates as illustrated by Figure 4.8. The input gate regulates

the flow of new information into the cell state, the forget gate controls the information to be

discarded, and the output gate controls the flow of information from the cell state to the hidden

state. This architecture allows the LSTM layer to capture long-term dependencies in sequential

data.

The gated recurrent unit (GRU) layer is also able to overcome the vanishing gradient through

its update gate and reset gate, which determines the degree of past information forwarded to

the future and the amount of past information to discard respectively. The GRU also includes

a candidate hidden state as well as a final hidden state, which allows it to selectively update its

hidden state at each time step, making it well-suited for tasks with sequential information.

Data representation for monophony

Presenting monophonic data as a discrete time series for analysis by an RNN is essential because

it aligns with the sequential nature of music, where each note or sound event follows in a temporal

order. This representation allows the RNN to process the data in a way that captures tempo-

ral dependencies and relationships between successive notes, which is crucial for understanding

musical patterns and structures. By discretizing the data into a time series, each element can

be systematically analyzed, enabling the RNN to learn from the sequence of events and make

predictions or classifications based on the learned patterns.

The RNN method uses a discrete time series representation of the input data. This is achieved

by sampling the MIDI input every 30 milliseconds to obtain a sub-sequence with equal temporal
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Figure 4.8: A traditional RNN layer (top); a GRU layer (middle) with a reset gate rt and an
update gate zt; and a LSTM layer (bottom) with a forget gate ft, input gate it, and output gate
ot. At each timestep t: xt, ot, ht, and ct are the input, output, hidden state, and intermediate
cell state, α and tanh are the sigmoid and tanh activation functions respectively.
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spacing between elements. The interval of 30 ms was chosen as it is approximately the temporal

resolution of the human hearing system to distinguish two sequential sound events [92]. Similar

to the DTW method, the pitch is denoted as a floating point value where a unit increase in

MIDI pitchwheel corresponds to 1/8192 increment in pitch. Figure 4.5 shows an example for this

time-series representation, where the first four notes of the C major scale in standard musical

format and the sampled time series.

Data representation for polyphony

The sound produced by the musical instrument is fed directly into the algorithm, which extracts

a windowed stream of music every 30ms. The 30ms sampling interval was selected as it is

approximately the temporal resolution of the human hearing system to distinguish between two

sequential sound events [92]. Upon extracting the windowed audio segment, the Mel Frequency

Cepstral Coefficients (MFCC) are calculated to extract the audio features. The MFCC was

selected to represent the audio features as it is designed to mimic the human auditory system’s

response to sound. Moreover, the MFCC enables for a compact representation which allows for

the efficient encoding of the most important aspects of the audio, while simultaneously reducing

the dimensionality of the data. MFCC’s also captures both temporal and spectral characteristics

of the audio, which is particularly important for music analysis where both rhythm and pitch

information are relevant, like in the case of pattern detection tasks.

We used the MFCC with a FFT size of 1024, and a hop size of 512. The number of Mel bins

was set to 10. These values were experimentally identified to be the best compromise between

accuracy and speed to be computed on the utilized embedded device. The MFCC of the windowed

audio segment was computed and used as the input to the RNN for classification. The RNN was

trained using a synthetically generated dataset, which consists of artificially created variations

for each pattern that is selected for detection. The dataset and algorithm were designed to

account for up to a total of 10 patterns.

Synthesizing Variations: Rule-Based Models for Training Data

A primary requirement for any accurate deep learning model is the availability of sufficient

training data that correspond to possible variations and fluctuations of the input. In an approach

such as ours, the training set must adequately represent all variations that musicians may perform

as described in Section 3.2. It is impractical for a musician to record numerous versions of each

single pattern. Hence we analyzed the pattern variations present in the dataset to identify the

most commonly applied variations, and apply them to create a synthetic training dataset of

expressive and melodic variations given a single ground-truth.

These variations are inspired by those present in the recorded dataset. Upon extensive

analysis of the dataset, we identified several expressive variations that were common across most

musicians. Some examples for said variations are:
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• Changing the duration of notes and pauses;

• Doubling one, or a number of notes;

• Adding pitch modulations on one, or several notes;

• Using the pitch-bend controller or bending the string to reach a subsequent note;

• Adding chromatic passing notes between notes;

• Removing notes and/or pauses;

• Addition of extra notes and/or pauses;

• Alternating between staccato and legato style playing;

• Changing octaves and/ or transpositions.

Such common expressive variations are used as rules when creating the synthetic dataset.

Some examples of the applied rules are:

• Changing the duration of arbitrary notes and pauses by a constant factor, so as the total

duration of the melody remains unchanged.

• Doubling notes: It was identified that approximately 23.6% notes may be added as extra.

An arbitrary number of notes between 0 and 23.6% are doubled, while halving their

duration.

• Removal of notes: It was identified that approximately 3.3% notes may be removed.

An arbitrary number of notes between 0 and 3.3% are removed. The durations are left

unchanged, and the removed duration is added to other arbitrary notes/pauses.

• Pitch bends: For an arbitrary number of notes between 0 and 9%, where each note and the

subsequent note are less than 2 semitones apart, a pitch bend is applied to the first note

to gracefully reach the pitch of the subsequent note, which is removed and its duration

added to the first note.

• Chromatic notes: If a note and the subsequent note are exactly 2 semitones apart, adding

the middle note.

There have been studies that apply rule-based modulation to mimic certain styles of music,

where the rules may be strict [108]. However, our approach tries to generalize expressive varia-

tions that has the potential to work with most musicians’ playing styles. Longer musical patterns

have the potential for more expressive variation, and vice versa. It was empirically identified

that approximately 10000 such variations per ground-truth were sufficient.

During training a neural network, it is crucial to have all training data in an equal size. As

the synthesized dataset contains different sized variations, we pad the training dataset to fit the

length of the longest variation present.

As the task is a relatively simple time series classification, and as the model needs to be light

enough to run on an embedded system in real time, the RNN layer consists of 64 neurons, the

GRU layer consists of 32 neurons, and the LSTM layer consists of 64 neurons. Furthermore, we

use a masking layer to disregard any padded inputs in the training dataset. The training dataset

is also sampled at 30ms increments to maintain consistency between training data and actual

input.
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Figure 4.9: A Block diagram of evaluation of the RNN algorithm.

The evaluation of the RNN was kept as close as possible to the evaluation of the DTW to

maintain a fair comparison. 10 groups of musical patterns, each with 1 to 10 patterns were

used. For each case, the RNN was trained with synthetically created variations as discussed,

and evaluated against the actual pattern variations recorded by the musician. Figure 4.9 shows

a block diagram of the evaluation.

4.2.4 ONNX

The Open Neural Network Exchange (ONNX) is an open-source format designed to enable inter-

operability between different machine learning (ML) frameworks and tools. Initially developed

by Facebook and Microsoft in 2017, ONNX provides a standardized representation for machine

learning models, allowing developers to train models in one framework (e.g., PyTorch or Ten-

sorFlow) and deploy them seamlessly in another (e.g., ONNX Runtime or custom inference en-

gines) [109,110]. ONNX achieves this by defining a computational graph format, which represents

the model’s structure, operations, and parameters in a framework-agnostic manner. It supports

a wide range of operations and data types, enabling the representation of both traditional ML

algorithms and deep learning architectures.

ONNX is particularly valuable in scenarios where performance and deployment flexibility

are critical. Its lightweight format allows developers to optimize models for inference on various

platforms, including edge devices, servers, and cloud environments. With broad support from

major industry players like NVIDIA, AWS, and Intel, ONNX enables the deployment of AI

models across GPUs, CPUs, and specialized accelerators. Furthermore, ONNX includes tools

like ONNX Runtime, which is optimized for low-latency and high-performance inference. This

makes ONNX a powerful solution for developers aiming to streamline the end-to-end AI workflow

while ensuring compatibility and efficiency across diverse deployment environments.
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Chapter 5

Hitting the Right Notes: Engineering

Real-Time Detection Systems

5.1 Overture to Intelligence

SMIs are an innovative class of Digital Musical Instruments (DMIs) that integrates embedded

intelligence, bidirectional wireless connections and onboard sound delivery systems. These instru-

ments, positioned at the intersection of music technology and IoT, must be capable of processing

data in real-time and communicating with external devices without the use of a central computing

unit (i.e., external server or laptop). Several commercial and research prototypes demonstrate

the practical implementation of SMIs. The smart mandolin [111] and the smart cajon [112] are

some notable examples capable of performing complex computational tasks within the physical

boundary of the instrument.

In this chapter, we discuss the design and development of three smart instruments with

embedded real-time pattern detection capabilities. These instruments are:

1. A smart electric guitar embedded with a real-time audio, as well as MIDI pattern detection

systems.

2. A smart keyboard embedded with real-time audio, as well as MIDI pattern detection

systems.

3. A smart drum kit embedded with a real-time MIDI pattern detection system.

These SMIs are equipped with the ability to detect if the musician plays one of the patterns

in a previously specified list. Moreover, the SMIs are able to emit control messages wirelessly

upon detection of a pattern. Both tasks can be accomplished in real time. The SMIs are also

able to communicate with external servers for on-cloud-training for the ML models.

These tasks are accomplished through the use of an embedded computing device mounted

on the instrument itself. All real-time algorithms are processed, and all communications are
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done on the embedded system. For our evaluations, we chose the Raspberry pi 4 with the Hi-Fi

berry audio interface shield as the embedded computing system due to its small footprint on the

instrument and powerful performance. As a real-time operation is needed, the chosen operating

system for the Raspberry Pi is Elk Audio OS [113]. The algorithms presented in this thesis are

hosted within Virtual Studio Technology (VST) plugins that run on Elk Audio OS.

In this chapter, we introduce Elk Audio OS and present Hot Licks, the VST plugin that

houses the detection algorithm. We will also introduce the wireless controller designed as a

Graphical User Interface (GUI) for the plugin. Finally, we introduce the remote training function

implemented to enable fast training of complex ML models on the cloud to fulfill scenarios

envisioned in the DSP as a Service paradigm [114].

5.2 The Digital Heartbeat: Elk Audio OS

Elk Audio OS is a Linux-based operating system specifically designed for real-time audio ap-

plications1 [113]. Elk Audio OS has a very specific focus on ultra-low latency performance, as

well as integrated audio processing within embedded systems. Built around a real-time kernel,

it is ideal for applications which require minimal latency such as SMIs and live audio effects. In

addition to its real-time operation, Elk Audio OS also features a headless Digital Audio Work-

station (DAW), which provides a platform to run audio processing tasks without the use of a

GUI. Figure 5.1 shows a high level block diagram of the operating system. With its hardware

components highlighted in white, standard Linux components in pink, Elk components in blue/

orange, and other custom components in green 2.

We use the general purpose GPIO ports to connect a HifiBerry ADC+DAC pro audio in-

terface to the Raspberry Pi 4. The audio interface acts as the primary component in capturing

audio from instruments, and outputting audio through its balanced pair of TRS connections.

The interface supports both input and output sample rates up to 192 kHz/24bit. Figure 5.2

shows the selected audio interface attached to the GPIO pins of a Raspberry Pi [115].

5.2.1 The Quantum Pulse: real-time kernel

The core of Elk Audio OS is its real-time Xenomai Cobalt kernel, optimized to prioritize audio

tasks over less critical system processes. This prioritization is a crucial feature for musical

instruments where latency must be low enough to allow real-time operation [116]. Standard

Linux kernels often fail to meet to latency required by audio applications due to their general

purpose nature [117]. Elk Audio OS addresses this limitation by implementing features such

as preemptive scheduling, real-time thread priorities, and low-latency interrupt handling [118].

1www.elk.audio
2https://elk-audio.github.io/elk-docs/html/intro/how_elk_works.html
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Figure 5.1: A block diagram of Elk Audio OS.

Figure 5.2: HifiBerry ADC+DAC pro audio interface.
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With these enhancements, Elk Audio OS achieves round trip latency levels as low as 1ms, making

it capable of real-time operation even on resource constrained hardware.

As an example, in an SMI equipped with Elk Audio OS, the real-time kernel allows for

instantaneous processing of audio signals, enabling features such as real-time pitch shifting,

dynamic effects, and interaction with external devices. This low-latency performance ensures that

musicians experience natural and responsive feedback, a crucial aspect in any musical instrument.

5.2.2 Headless DAW: The Ghost in the Machine

Sushi is a track-based, headless DAW that is bundled with Elk Audio OS. Sushi works as a plugin

host that supports multiple plugin standards including VST 2.4, VST 3.7 and LV2 plugins.

It features advanced audio routing, high performance and stability with low latency, and it

can be controlled by external devices through MIDI, Open Sound Control (OSC), or gRPC

interfaces. Sushi is highly optimized for audio processing, and it also has multi-threaded support

for tracks [119].

Sushi shares the same basic architecture as common DAWs with an unlimited number of

parallel channels. Each channel can support as many plugins as the CPU can handle. Sushi also

supports the MIDI protocol, along with auxiliary sends and return tracks for effects processing.

It supports multiple audio frontends including RASPA, Jack, and PortAudio. Sushi can be

run on many Linux systems as it supports Jack - the most common audio framework on Linux.

Sushi also supports many protocols for communication with external sources. Sushi is a headless

host (without any GUI) and users can control sushi and the plugins directly using MIDI, Ableton

Link, or OSC. Figure 5.3 shows the architecture of the headless DAW. In this research, we exploit

the MIDI, audio and OSC functionality of Sushi to run the real-time pattern detection system.

The ability to meet the demands of real-time audio processing, the adaptability to embedded

hardware, and the integration with digital workflows make Elk Audio OS an ideal technological

enabler for SMIs. The real-time kernel ensures that all processing is done with minimal latency,

which enables the real-time operation that we require. Moreover, the ability to control with

external devices is crucial for our SMIs as control messages must be sent to devices that are

triggered by the pattern detection.

64



Chapter 5. Hitting the Right Notes: Engineering Real-Time Detection Systems

Figure 5.3: Architecture of Sushi: the headless DAW.

5.3 Hot Licks

Each SMI is enabled by packaging the RNN based algorithm presented in Chapter 4 into Hot

Licks: a VST plugin that runs on Elk Audio OS. The input to the plugin is obtained from the

instrument itself, and the control messages are emitted wirelessly. The plugin has two versions:

the symbolic version and the audio version. The core operation of Hot Licks is identical, with

the only difference being in the feature extraction as described below,

• The symbolic version obtains the MIDI input from the instrument through one of the

USB ports of the Raspberry Pi. The MIDI input is then sampled and used as input to

the RNN.

• The audio version of the plugin obtains the audio output of the instrument, which is

connected to the HiFiBerry audio input. A stream of audio is obtained and its features

are extracted through computing the MFCC. The MFCC spectrogram is then used as the

input to the RNN.

The RNN housed within the VST is trained to classify the input audio segment into classes

- one for each pattern that is to be detected, along with an extra “not a pattern class”. Upon

classification, if a pattern is detected, the OSC message corresponding to that pattern is sent

via the local network to trigger the device assigned to it. The plugin is designed using the Jules’
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Utility Class Extensions (JUCE)3 framework, and uses the ONNX4 ecosystem to port the trained

model to the embedded system.

5.3.1 JUCE

JUCE is a cross platform C++ application framework commonly used in audio software devel-

opment. JUCE simplifies the creation of complex audio applications by providing an extensive

set of tools and libraries for real-time audio processing, graphical user interfaces (GUIs), plugin

development, and cross-platform deployment. It supports most operating systems including Win-

dows and Linux. JUCE is widely used in prototyping and development, and it has been used in

several major commercial software including Ableton Live, Tracktion, and Arturia’s synthesizers.

The extensive feature set offered by JUCE includes support for VST, VST3, Audio Unit, and

AAX plugin formats. Its audio processing capabilities are optimized for real time performance.

Moreover, it provides a toolkit for GUI development, along with support for protocols such as

MIDI and OSC. JUCE has a modular design, which allows developers to only use the components

needed. We chose JUCE as the framework to design Hot Licks due to its efficiency, modular

structure and comprehensive documentation.

5.3.2 The Matrix of Sound: Hot Licks Architecture

The plugin architecture consists of three main elements apart from the general operating proce-

dures:

1. Windowing and feature extraction: the input audio or MIDI stream is used to con-

struct a sub-sequence for analysis, and the corresponding features are extracted.

2. Pattern Classification: Upon extracting the sub sequence in the necessary format, the

RNN classification is done.

3. Control Message Transmission: If the RNN classification detects a pattern, the cor-

responding OSC message is then sent wirelessly.

Although the first step, windowing and feature extraction differs between the audio and MIDI

versions of the plugin, the other two steps are the same between both. The different data

extraction techniques for audio and MIDI versions of the plugin are discussed in Section 4.2.3

and Section 4.2.3. The audio version uses a MFCC spectrogram representation, and the MIDI

version uses a discrete time series representation of data.

The input is stored in a temporary circular buffer for feature extraction. The buffer con-

tinuously processes incoming data in blocks of 512 samples at a standard sampling rate of 44.1

kHz.

3https://juce.com/
4https://onnx.ai/
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Main Thread: Audio/MIDI capture and general purpose processing

Thread 1: Sampling/ feature extraction

Thread 2: Inference

CPU

Figure 5.4: Multi threaded approach of Elk Audio OS.

Hot licks uses a multi-threaded approach where the main thread handles real-time audio

processing, while background threads continuously perform the computationally intensive tasks

of feature extraction and RNN inference. This parallelization ensures minimal latency in the

signal path. Figure 5.4 shows an illustration of the multi-threaded approach.

The main processing pipeline is implemented as a processBlock method that handles all

incoming data in real-time. The system maintains a sequence buffer for audio processing and a

temporary buffer for feature extraction. The buffer management is implemented as as follows:

1 void processBlock(juce::AudioBuffer buffer,
juce::MidiBuffer midiMessages) {

2 const int bufferLen = buffer.getNumSamples();

3 const int sequenceBufferLen =

↪→ sequenceBuffer.getNumSamples();

4 if (sequenceBufferLen > bufferLen + writePosition) {

5 sequenceBuffer.copyFrom(channel, writePosition,

↪→ bufferData, bufferLen);

6 } else {

7 const int bufferRemaining = sequenceBufferLen -

↪→ writePosition;

8 sequenceBuffer.copyFrom(channel, writePosition,

↪→ bufferData, bufferRemaining);

9 sequenceBuffer.copyFrom(channel, 0, bufferData,

↪→ bufferLen - bufferRemaining);

10 }

11 }

The feature extraction involves sampling the data for the MIDI version, and constructing

the MFCC spectrum for the audio version. The MFCC spectrum is performed using a modified
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version of the librosa library adapted for real-time processing.

1 // Parameter initialization for MFCC computation

2 int sr = 44100; // Sample rate

3 int n_fft = 1024; // FFT window size

4 int n_hop = 1024; // Hop length

5 std::string window = "hann"; // Window type

6 bool center = false;

7 std::string pad_mode = "constant";

8 float power = 2.f;

9 int n_mel = 20; // Number of mel bands

10 int fmin = 80; // Minimum frequency

11 int fmax = 7600; // Maximum frequency

12 int n_mfcc = 20; // Number of MFCC coefficients

13 bool norm = true;

14 int type = 2;

15

16 // Get audio data from buffer

17 float* start = tmpBuffer.getWritePointer(0);

18 int size = tmpBuffer.getNumSamples();

19 std::vector my_vector(start, start + size);

20

21 // Compute MFCC features

22 std::vector> mfcc = librosa::Feature::mfcc(

23 my_vector, // Input audio vector

24 sr, // Sample rate

25 n_fft, // FFT size

26 n_hop, // Hop length

27 window, // Window type

28 center, // Center flag

29 pad_mode, // Padding mode

30 power, // Power for mel spectrograms

31 n_mel, // Number of mel bands

32 fmin, // Minimum frequency

33 fmax, // Maximum frequency
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34 n_mfcc, // Number of MFCC coefficients

35 norm, // Normalization flag

36 type // DCT type

37 );

Then the pattern classification is performed using RNN model deployed through ONNX Run-

time. The model accepts input features of shape [1, 215× 20, 1] and produces output predictions

for n distinct pattern classes. The inference is implemented as follows:

1 std::array<float, n> onnxModel::inference(

2 const std::vector<float> inputVec) {

3 const std::array<int64_t, n> inputShape = { 1,215*20,1 };

4 const std::array<int64_t, 2> outputShape = { 1,n };

5 // ... inference implementation

6 }

Hot Licks has demonstrated the ability to identify up to 10 distinct classes of musical pat-

terns. The classification is done using a state machine, where we use a bit to hold the state

which represents whether a pattern was detected. The state machine is reset with each new

classification. If a pattern is detected, an OSC message is sent to the designated IP address. A

simple threshold is used to trigger the state machine as shown below:

1 if (results[1] > 0 results[1] > results[2]) {

2 uiChangeBit = 1;

3 _sleep(2000);

4 uiChangeBit = 0;

5 }

The system achieved an average latency of approximately 23.2 ms for inference, well within

acceptable limits for real-time music applications. The plugin implements several optimizations

to maintain real-time performance.

• Lock-free circular buffer implementation for audio data management;

• Background threads for feature extraction and inference;

• Memory management using pre-allocated buffers;

• Single Instruction/Multiple Data (SIMD) optimizations through JUCE’s DSP module.

A sample operation of the system is illustrated by Figure 5.5. The instrument output is

fed into the system. Upon detecting a pattern, the corresponding OSC message is sent to the

controller (in this example, a lighting console), which translates the OSC message into a format

that peripheral devices can read (e.g., DMX).
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Figure 5.5: A sample application of Hot Licks.

5.4 The Cloud Nexus: Training, Model Updates,

and Server Integration

We have developed the system to combine edge computing and cloud services in a hybrid ar-

chitecture. This approach leverages the local resources for real-time processing, and remote

computational resources for labor intensive tasks (i.e., ML model training). The system ex-

emplifies the Digital Signal Processing as a Service (DSPaaS) paradigm, where complex signal

processing tasks are distributed between edge devices and cloud resources. The architecture

minimizes latency by only performing the inference locally.

The training server is implemented using Flask and TensorFlow, which provides an API

endpoint to handle training requests. Figure 5.6 shows a graphical illustration of the model

training pipeline. The server receives the ground truth patterns as encoded numerical sequences,

which are then decoded and used to create the synthetic training dataset and subsequently train

the model. The server employs a Flask based REST API that handles both model training and

distribution:

1 @app.route("/files")

2 def list_files():

3 files = []

4 for filename in os.listdir(UPLOAD_FOLDER):
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Remote
Server

Recorded patterns

Trained model

Figure 5.6: Model training pipeline involving cloud computing.

5 path = os.path.join(UPLOAD_FOLDER, filename)

6 if os.path.isfile(path):

7 files.append(filename)

8 return json.dumps(files)

9

10 @app.route("/files/<path:path>", methods=[’GET’])

11 def get_file(path):

12 return send_from_directory(UPLOAD_FOLDER, path,

↪→ as_attachment=True)

5.5 Hot Licks Controller: The Digital Conductor

The training process of the RNN is described in Chapter 4. The training first involves recording a

number of ground truth patterns. As the system runs as a headless plugin, we have implemented

an isolated controller which acts as the GUI for Hot Licks. The Hot Licks Controller is also a

VST plugin that can be run standalone on a desktop computer.

The recording is done partially on the processBlock method, as it is the only method

where the input can be accessed. The storing and encoding of the recorded patterns occcur in

an isolated thread to ensure the multi-threaded operation of the plugin. The communications

between Hot Licks and Hot Licks Mapper are done using OSC commands through the local

network. Below is an example code snippet for the UNDO button on the Hot Licks Controller

71



5.5. Hot Licks Controller: The Digital Conductor

using the OSC reference class bundled with JUCE:

1 void oscMessageReceived(const juce::\ac{osc}Message message) {

2 switch(message[0].getInt32()) {

3 case UNDOBTN: {

4 if(recThread.index>0){

5 recThread.index--;

6 }

7 juce::String fileName = "/home/mind/hotLicks/"

↪→ +recThread.sessionName+"/track";

8 fileName+=recThread.index;

9 fileName+=".mid";

10 juce::File midiFile(fileName);

11 if(midiFile.deleteFile()){

12 std::cout << fileName << " deleted correctly" <<

↪→ std::endl;

13 }

14 break;

15 }

16 }

17 }

Below is a step by step sequence to the use of Hot Licks Mapper, alongside Hot Licks.

1. When opening the GUI, the user can choose between starting from an existing session or

creating a new one from scratch. A session corresponds to a model trained to detect a

fixed number of patterns. Each session corresponds to a maximum of 10 patterns that

can be recognized simultaneously. A screenshot of initial page is shown by Figure 5.7.
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Figure 5.7: Hot Licks Controller: initial page.

2. If creating a new session, the user must enter the session name and the number of patterns

they wish to record. A screenshot of the session configuration page is shown by Figure 5.8.

Figure 5.8: Hot Licks Controller: session configuration page.

3. Upon entering the session name and number of patterns, the user can proceed with pattern

recording. The corresponding OSC message must be entering alongside each pattern when

recording. The OSC messages and the class names will be saved in a local configuration

file which will be called at runtime. Figure 5.9 shows a screenshot of the recording page.

73



5.5. Hot Licks Controller: The Digital Conductor

Figure 5.9: Hot Licks Controller: recording page.

4. Upon recording all the patterns, the TRAIN MODEL button will send the encoded pat-

terns to the cloud server. Once training is complete, the onnx model is then downloaded

to the edge device. Figure 5.10 shows a screenshot of the training page.

Figure 5.10: Hot Licks Controller: training page.

5. If the user intends to open an existing session, they can browse the saved session and load

it to run the pattern detection system. Figure 5.11 shows a screenshot of the session load

page.
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Figure 5.11: Hot Licks Controller: session load page.

5.6 Summary

The development of SMIs represent a significant leap forward in merging traditional musicianship

with technology. One of our contributions to this field is Hot Licks: a VST plugin which hosts

a real-time pattern detection algorithm. The VST plugin is able to detect the presence of

musical patterns, while maintaining an ultra-low latency. The hybrid architecture of the system

combines edge computing for real-time processing and cloud computing for resource intensive

tasks, demonstrating a practical application of the DSPaaS paradigm.

The system has the ability to work with both audio or MIDI inputs. We also introduce a user

friendly GUI, which makes the system accessible to musicians with little to no expertise in using

commandline API calls. We have evaluated the pattern detection system for up to 10 patterns.

Moreover, the efficient multi threaded approach demonstrate SMIs potential to become tools in

live musical performances and interactive creations.
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Chapter 6

The User Perspective: Musicians’ In-

teraction with Real-Time Detection

6.1 Musicians and Machines: The Human Factor

in Pattern Detection

In this chapter, we present a comprehensive user study conducted to evaluate musicians percep-

tion of SMIs with embedded RTPD. The study was designed to assess the performance as well

as the practical applicability of the system in a realistic musical context.

The evaluation framework consisted of three primary components: a pattern composition

task, an improvisation task, and a detailed questionnaire. A set of 22 musicians, not involved

in the recording phase of the dataset (Chapter 3), were selected to represent a diverse range

of musical styles and skill levels, ensuring that the results were generalizable. Specifically, the

user study involved 11 keyboard players and 11 guitar players (all Sri Lankan; 9 F, 11 M; aged

between 19 and 36 years, mean = 27.28, SD = 4.86). Some musicians were recruited from the

University of Visual and Performing Arts in Colombo, Sri Lanka, and some were professional

musicians involved in live bands, music production, and music composition. They had varying

musical backgrounds which include western classical music, eastern classical music, ethnic music,

contemporary rock and pop, jazz, and electronic music. Details of the musicians, including their

musical background, instrument, age, and gender are presented in Appendix A.3.

The experiments took place at the University of Visual and Performing Arts Colombo

premises, private recording studios, and at homes of the musicians.
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6.1.1 Procedure

The musicians were given three simple backing tracks to improvise over. The backing tracks were

obtained from royalty free online sources. The tracks were selected such that both keyboard and

guitar players could improvise over them. All backing tracks were approximately 2 minutes in

length.

• Track 1: A pop style track using the I-vi-IV-V chord progression in the key of F

major. The track consists of drums, bass guitar, rhythm guitar, and a synth pad.

• Track 2: A groovy track using the vi-II chord progression in the key of D major. The

track consists of drums, bass guitar, soft strings, and a rhythm guitar.

• Track 3: A rock style backing track using the Andalusian Cadence in the key of C ma-

jor. The track consists of drums, bass guitar, an acoustic rhythm guitar, and a slightly

overdrive rhythm guitar in some sections.

Each musician was asked to compose two musical patterns for each backing track. The

musicians were given the artistic freedom to use expressive techniques and note choices that

they desired. The composed patterns served as the ground-truth for training the system. Upon

composing the patterns for each track, the pattern detection model was trained on a remote

server, and the musician was asked to improvise over the track. The musician was instructed to

incorporate the two recorded patterns in their improvisation to test the pattern detection system.

The accuracy of the system was measured using the number of patterns detected during the

improvisation, and each musician was asked to fill a questionnaire to understand their perception

of the system. A block diagram outlining the procedure of the user study is presented by

Figure 6.1

Pattern Composition Task

Each musician was given the freedom to compose two distinct patterns for each backing track.

The two composed patterns reflected the musical background of each musician, as well as their

personal playing styles. Guitar players incorporated techniques such as string bending and

slides, while keyboard players used techniques such as pitch bending and arpeggio sequences.

The duration of patterns ranged from 2 seconds to 5 seconds. It should be noted that all

musicians opted to compose shorter patterns due to the nature of the experiment, where they

had to remember the two patterns they composed for the subsequent improvisation task. Upon

composing and recording the patterns, the synthetic training dataset was created on-the-fly, and

the RNN model was trained to be used in the improvisation as elaborated in Section 4.2.3.

Improvisation Task

Upon training the model, each musician was asked to improvise over the backing tracks, using

the composed patterns in their improvisation. Similar to the patterns composition phase, each
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Detection

Listen to track n

Compose 2 pattern that suit track n

Record patterns for track n

Train model for track n

Improvise over track n

Complete questionnaire for track n

n = 1, 2, 3

Figure 6.1: A block diagram of the user study procedure.
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musician’s personal style and musical background was reflected in their improvisation. During

each improvisation, the input is routed to the pattern detection algorithm containing VST. The

VST plugin was initialized to use the RNN model corresponding to the patterns associated

with each track on setup. The user study was set up to display the pattern detection using

a graphical application running on a laptop, which changed the screen background color upon

the reception of a given pattern - to simulate a stage light or a smoke machine triggered. The

decision to simulate the output digitally rather than involving peripherals was taken due to the

ease of setting up the system at different locations. The two patterns were assigned to separate

colors for easier observation (blue and red) . While the musician was improvising, the number

of detections, as shown by the desktop application, was recorded. This data was used to assess

the accuracy of the system.

Questionnaire

Participants were asked to fill a questionnaire upon completing each improvisation, which served

to gain a qualitative insight on the user experience and the system potential applications. Mu-

sicians’ willingness to use Artificial Intelligence (AI)-based solutions was also one of the key

observations of the questionnaire. Specifically, musicians were asked to rate the following state-

ments on a 11-point Likert scale [not at all, very much]:

Q1: I am satisfied with the behaviour of the system;

Q2: I enjoyed using the system;

Q3: I would use AI tools in my performances;

Q4: I was confident when using the system.

Upon completion of all 3 improvisations, the musicians were asked to rate the following

questions on the same scale as before:

Q5: To what extent did you enjoy using the system?

Q6: To what extent would you consider using this system into your performance?

Q7: Would you recommend this to a fellow musician?

Q8: To what extent was the system easy to learn?

Moreover, musicians were asked to answer the following open-ended questions having the

purpose of understanding musicians’ perception about the system, acquiring feedback on how

they would use the system, and obtaining suggestions for improvements:

• In what musical activities would you use this system?

• Please explain any other way you would use this system?
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Detection

mean standard deviation
Detection latency (ms) 14.6 3.8
Transmission latency (ms) 45.0 12.1
Average CPU usage (%) 31.3 1.5
Average RAM usage (MB) 442.6 1.0

Table 6.1: The average latency values for the pattern detection and to emit a control message
upon detecting a pattern, along with the average CPU and RAM usage.

• If you had access to this system (where another external output can supplement the music)

when composing a piece, will there be any changes in the way you would approach the

composition?

• Would you associate specific musical phrases with specific output devices?

• How would you improve the system?

• In your opinion, what is the added value of the system?

• Do you have any other comments?

Recognition accuracy

The accuracy of the system was measured by calculating the number of correct detections. The

experimenter kept track of the correct detections while the musician was improvising. Moreover,

the improvisations were recorded as audio for later analysis. It is possible to notice that the

system showed a high level of average accuracy across musicians with various backgrounds and

playing styles. Figure 6.6 illustrates the average precision, recall, and F1 score for the 3 improvi-

sations per musician, and Appendix Appendix A.4 shows all the results of the experiment. These

results show that some musicians experienced high rates of accuracy, while some musicians had a

low accuracy. This may be attributed to the fact that the improvisations done by some musicians

were very similar to the patterns they composed, hence rendering false detections. Figure 6.6

also shows the average accuracy, precision and f1 score for the guitar players and the keyboard

players through the 3 improvisations separately. It is evident that there is no significant changes

in accuracy between the two instruments.

Latency and computational load

Latency is a crucial aspect in any real-time system. For the pattern detection to work in real-time,

the pattern must be identified as soon as the musician plays the last note, and the control signal

must be transmitted instantaneously. As the pattern detection system runs within an embedded

computer, it must have a low computational load. Table 6.1 shows the average latency in

detecting a pattern after the last note has been played, the latency in emitting a control message

upon discovering a pattern, and the average CPU consumption of the algorithm.
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mean standard deviation
Precision 0.723 0.169
Recall 0.670 0.222
F1 Score 0.663 0.143

Table 6.2: Average Precision, Recall, and F1 score across all improvisations.

Figure 6.2: Average Precision across the 3 improvisations for each musician.

Figure 6.3: Average Recall across the 3 improvisations for each musician.
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Figure 6.4: Average F1 Score across the 3 improvisations for each musician.

Figure 6.5: Average accuracy, precision, and f1 score across the 3 improvisations for each
musician.
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Figure 6.6: Average accuracy, precision, and f1 score across the 3 improvisations, presented
separately for the guitarists and the keyboard players.

6.1.2 Questionnaire quantitative Analysis

Figure 6.11 shows the results of the questionnaire after each improvisation. The ratings show

that on average musicians enjoyed using the pattern detection system and they were satisfied

with its performance. Moreover, the results show that musicians who used this system were

likely to use AI-based tools during a musical performance, and that they found it relatively easy

to use.

The musicians were asked to complete the same questions after the second and third improvi-

sation. Figure 6.11 also shows the responses after the second and third improvisation respectively,

These results show that the initial perception of the system was unchanged.

Figure 6.12 shows the results of questionnaire given to the musicians after completing all 3

improvisations. The results show that musicians were likely to integrate AI-based solutions into

their performances, they would recommend AI-based solutions to other musicians, and that the

system proposed was easy to learn.

6.1.3 Questionnaire qualitative analysis

The open-ended questions were analyzed with a reflexive thematic analysis [120]. The following

themes were identified.

Performance Applications

codes: Solo performances, band performances, DJ sets, improvisation
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Figure 6.7: Results of the questionnaire after improvisation 1.

Figure 6.8: Results of the questionnaire after improvisation 2.

Figure 6.9: Results of the questionnaire after improvisation 3.
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Figure 6.10: Results of the questionnaire after all improvisations.

Figure 6.11: Results of the questionnaire after each improvisation.
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Detection

Figure 6.12: Results of the final questionnaire after completing all 3 improvisations.

16 musicians expressed a strong interest in using the system across various performance con-

texts. Solo performances, and improvisational performances were frequently mentioned, high-

lighting the potential to supplement their artistic output. The ability a musician would gain to

maintain consistency across different performance setups was particularly valued.

“I would use this system in a live improvisation. I would also use this in a solo

performance and during teaching activities.”

“I would use this during solo concerts. I can use some lights at lobby performances

to improve my solo sets.”

“I would use this during life performances with my band and also while I’m doing

session work. It would be great to always have the same output so that I can

maintain consistency when I’m playing with different bands or with different sound

and light setups.”

“I would use this system when I’m working as a DJ. The playlist is not always

consistent and sometimes I change the orders of the songs depending on the crowd

interaction at the time. Having something like this will help me to always trigger

the lights and smoke machine I associate with certain sections of songs”

Educational Uses

codes: teaching aid, technique recognition, feedback for students, disabled musicians support

The potential of this system as an educational aid was a recurring theme for 9 participants.

Those musicians saw it as a valuable tool for teaching, to provide a feedback and enhance
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student’s learning. The ability to recognize whether the student has played a phrase correctly,

and the ability to identify the extent of the correctness.

“It would be beneficial to see how similar the phrase played is to the original pattern,

this would assist in teaching activities.”

“Can you use the system to track finger positions? It would be great if I get an

indication if the student uses the correct hand position to play scales - this would

be really useful as teaching aid.”

“I would love to use this as a teaching aid for disabled musicians. It would be great

if blind students can get a haptic feedback based on how accurate their playing is

to what actually should have been played.”

Creative Impact

codes: changes in composition style, more motivated to use repeating themes

Musicians believed that access to the system could positively influence their creative pro-

cesses, particularly in composition. They felt that the system would motivate them to use more

repeating themes and iconic phrases. The ability to associate specific musical patterns with visual

or equipment effects was seen as a creative opportunity that could enhance their performances

and compositions.

“Yes there would be changes in the way I compose if I have access to this. I would

do my compositions with the phrases that are specifically associated with lights”

“If I had access to this when I am composing, I would be more motivated to use

repeating themes in my compositions”
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Symphony of the Senses: Crafting the

multi-sensory Experience

One of the central tenets of the IoMusT paradigm is that of enabling interconnections between

Musical Things and, as a consequence, multidirectional interactions between their users. This

spurs the emergence of novel performance ecosystems of humans and machines [121, 122]. In

recent years, various systems have been proposed to interconnect heterogeneous musical devices

over co-located or remote networks [123–129]. The interconnection capabilities offered by the

IoMusT paradigm have opened up a whole new realm of creative possibilities for composers

and performers, allowing them to create connected, interactive and multi-sensory performances

[51, 130–134]. However, to date only a handful of studies are available on such a topic and the

potential of IoMusT-based performance ecosystems is still largely unexplored. In particular,

the ability of IoMusT technologies to support multi-sensory experiences for audiences has been

scarcely addressed thus far.

An example of this system would be a guitarist performing on a smart guitar equipped with

pattern detection capabilities. The smart guitar analyzes the presence of the predefined patterns

as the musician plays different chords and melodies, and triggers external devices such as lighting

systems, smoke machines, visual projections, haptic devices or even other musical instruments.

In the context of a band, the different SMIs utilized by the performers would wirelessly control

different devices. Such performance ecosystems of humans and machines aims at enhancing the

overall performance by synchronizing different elements and creating a multi-sensory experience

for the audience.

To validate our vision of novel performance formats enabled by multi-sensory IoMusT tech-

nologies, we created a performance ecosystem involving different SMIs as well as devices gen-

erating visual, haptic and olfactory stimuli. We then validated our concept and the underlying

technology by means of an actual live concert which featured a custom composition.
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Figure 7.1: The musicians playing the SMIs. The lights and the smoke machine were triggered
by the SMIs.

7.1 Ecosystem description

In the following, we describe the main components of the developed IoMusT ecosystem. A

picture of the ecosystem during an actual performance is illustrated by Figure 7.1, which shows

the three SMIs, along with musical things that are controlled by the instruments.

7.1.1 Smart Musical Instruments

We developed three SMIs:

• a smart electric guitar;

• a smart keyboard;

• a smart drumkit.

Such smart instruments were developed by integrating an electric guitar, a keyboard and an

electronic drum with embedded computing devices running the RNN-based algorithm described

in Section 4.2.3. Figure 7.1 shows the three musicians with the SMIs. Each algorithm was

trained on a dataset corresponding to the musical instrument. The keyboard and the drum

provided MIDI by default. For the electric guitar, we used a pitch to MIDI converter (Fishman

TriplePlay1, see Figure 7.3).

The chosen embedded computing device is a Raspberry Pi 4 with the Hi-Fi Berry audio shield.

The RNN-based algorithm is hosted within a VST plugin which runs on Elk Audio OS [118].

The input to the VST plugin can either be audio or MIDI directly from the instrument. Upon

1https://www.fishman.com/tripleplay/
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Figure 7.2: Block diagram of the smart electric guitar, the smart keyboard, and the smart
drum.

Figure 7.3: The developed smart electric guitar, to which the Raspberry Pi with the HiFi Berry
shield, the battery and the MIDI converter is attached.

detecting a pattern, an OSC command is wirelessly sent to the central mapping system, which

can be assigned to control any peripheral device. A block diagram of the SMIs’ operation is

shown by Figure 7.2. Figure 7.3 shows a picture of one of the developed instruments - the smart

guitar with the attached embedded system running the pattern detection algorithm2.

7.1.2 Musical Things for the audience

We used a heterogeneous set of musical things for the audience which were controlled by the

SMIs. As illustrated in Figure 7.4 and Figure 7.1, these were:

2https://hotlicksvst.github.io/
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Figure 7.4: Musical things controlled by the SMIs. The lights, smoke machine, MRs headset
and haptic vest are shown in the image.

• Smoke machine (Sagitter Color Smoke 900 FC); the smoke machine was connected through

a DMX interface, which controlled the smoke and the RGB lights);

• Stage lights (Stairville Stage TRI LED and Varytec Hero Wash 715): the stage lights were

connected via DMX. Each pattern was assigned a different color;

• Two haptic vests (Skinetic by Actronika): each of these was connected to a raspberry PI

3B, which run a Pure Data application implementing a set of vibration patterns;

• Two MR headsets (Oculus Quest 3 by Meta); for this purpose we created a standalone

Unity 3D application that superimposed different virtual objects on the real scene seen

via the headset pass-through feature.

7.1.3 Router, central server and tablet

We created a local area network via a WiFi router (TL-WR902AC by TP Link), which inter-

connected all the musical devices in the ecosystem. The WiFi was configured according to the

guidelines reported in [135] to optimize the latency. A central server (an Alienware M15 laptop)

was used to run the Hot Licks Mapper described in Section 7.1.4. This was dynamically con-

trolled by a web app which can be accessed remotely via a tablet connected to the same network.

The web app enables composers to associate a pattern of a given SMI to a stimulus provided

by the musical things for the audience. Figure 7.5 shows a block diagram of the ecosystem,

illustrating its main components and the data flow.

7.1.4 Hot Licks Mapper

The Hot Licks Mapper is an application designed to facilitate the dynamic mapping between SMIs

with RTPD capability and external peripherals, to allow an interactive, multi-sensory experience
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Figure 7.5: A block diagram of the operation of the mapping system.

for the audience. Hot Licks Mapper serves as a visual and interactive tool that allows a composer

or a performer to connect multiple patterns detected through different SMIs to multiple stimuli

created by different output devices. Specifically, the application enables a composer to define 4

types of mappings:

1. one-to-one: one pattern of a smart instrument to one stimulus on a single type musical

thing for the audience;

2. one-to-many: one pattern of a smart instrument to many stimuli on a single or multiple

types of musical things for the audience;

3. many-to-one: a single pattern for each of multiple smart instruments to one stimulus on

a single type of musical things for the audience);

4. many-to-many: multiple patterns played on multiple smart instruments to many stimuli

on a single or multiple types of musical things for the audience.

As elaborated in Chapter 5, the developed SMIs are able to output OSC commands upon

detection of various patterns. Consider N SMIs, each equipped with its own model trained to

identify n patterns. Thus, the inputs to the Hot Licks Mapper will be pattern1
1, pattern1

2,

. . . , patternN
n−1, patternN

n, where patternN
n is the nth pattern produced by the N th SMI.

Similarly, the outputs of the hot licks mapper can be specified as stimulus1
1, stimulus1

2,

. . . , stimulusM
m−1, stimulusM

m, where stimulusM
m is the mth stimulus produced by the M th

output device. Output devices may be stage lights, smoke machines, VR headsets, projectors,

mobile phones, wearable haptic devices and so forth. Different stimuli may be colors and strobe

patterns of lights, smoke patterns, odors and colors, projections on screens, different vibration

patterns on wearable haptic devices, etc.

To enable a truly immersive multi-sensory experience, all communications are wireless as

illustrated by Figure 7.5, where each SMI emits OSC commands via WiFi upon detecting a

pattern. The User can create a one-to-one, or one-to-many routing between patterns and stimuli.

Moreover, the user can dynamically create or remove connections in real-time with a handheld

device, which communicates wireless via WiFi. The OSC commands are routed to each output

device wirelessly via WiFi.
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Figure 7.6: A diagram of the functionality of the proposed mapping system.

Figure 7.6 shows a schematic of the Hot Licks Mapper, where n patterns from N SMIs are

routed to m stimuli across M output devices. It also shows some arbitrary connections between

the patterns and stimuli.

The user interacts with the hot licks mapper through a web interface where inputs and

outputs are represented as blocks. These blocks can be visually connected with lines (arrows),

symbolizing the flow data from inputs to outputs. Each input block can be associated with a

SMI, and each output block can associated with an output device, allowing for complex audio

routing and manipulation scenarios. Figure 7.7 shows the initial routing we used during the

evaluation presented by Section 7.2 routing, where the user has routed several inputs with one

or multiple output devices. The user is also able to create new mappings or adjust existing ones

by drawing arrows from patterns to stimuli, facilitating a customizable routing environment in

real-time.
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Figure 7.7: A screenshot of the initial mapping between the patterns and musical things, as
described in Table 7.1.
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7.2 Evaluation

The main aim of the evaluation was the assessment of the composition process and the technical

validation of the ecosystem components, rather than the proper assessment of the experience of

the audience members. We tested our concept of multi-sensory performers-audience interactions

enabled by SMIs and their pattern recognition system by performing an actual concert. The

participants involved in the evaluation (composer, performers, audience members) were asked

to provide informed consent. The procedure, approved by the local ethics committee, was in

accordance with the 1964 Helsinki Declaration.

The concert featured a composition of a composer who was recruited for the test. The com-

poser (male, 33 years old, 15 years of professional musical experience) holds a degree from the

Conservatory of Trento in Electronic Music Composition and extensive expertise with classical,

electric and electronic music performances. The composition was conceived for a trio (drum,

electric guitar and keyboard). Accordingly, three performers were recruited from the local musi-

cians community. Upon the request of the composer, the performers were asked to define a given

number of patterns with some given characteristics.

The composer was provided with a set of pre-defined set of stimuli developed by the authors,

which could be generated by each of the Musical Things involved in the ecosystem. He was then

asked to use the Hot Licks Mapper to create the mappings between musical patterns and multi-

sensory stimuli. A total of 6 musical patterns (2 for the electric guitar, 2 for the keyboard, and

2 for the drums), along with 8 different stimuli (2 moving heads, 1 LED bar, 1 smoke machine, 2

haptic vests, and 2 MR headsets) were made available to the composer. The created composition

comprised the one-to-one mappings reported in Table 7.1. These were just the starting point, as

during the performance the composer could dynamically change the mappings through the Hot

Licks Mapper running on the tablet.

The performance was attended by 9 audience members (3 females, 6 males) recruited form

the University of Trento. Nevertheless, only two of them wore the haptic vest and the MR

headset due to the availability of the equipment. The other participants could enjoy only the

performance visual stimuli coming from the lights, but not the haptic sensations provided by the

haptic vests nor the virtual objects delivered by the headsets.
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Table 7.1: The initial mappings between musical patterns and multi-sensory stimuli used during
the first part of the performance.

Smart Instru-

ment

Pattern Musical

Thing

Stimulus

Smart Guitar pat 1 Moving
head 1

The light rotates along the
x and y axes to to illumi-
nate the guitarist and turns
blue for a duration of 3000
ms, then switches off and
rotates to the original posi-
tion;

Smart Guitar pat 2 MR
headset

Virtual objects spawning on
the headset. The users can
use their hands to move the
objects around the space;

Smart Keyboard pat 1 Moving
Head 2

The light rotates along the
x and y axes to to illu-
minate the keyboard player
and turns red for a duration
of 3000 ms, then switches off
and rotates to the original
position;

Smart Keyboard pat 2 Haptic
vests

intermittent vibration
pulses of a sawtooth lasting
250 ms and separated by
250 ms, for a duration of 5
seconds;

Smart Drum pat 1 Smoke
machine

The smoke machine turns
on for 50 ms, along with
the red, green and blue LED
lights in it to add a colored
effect to the smoke;

Smart Drum pat 2 Haptic
vests

intermittent vibration
pulses of an oscillator last-
ing 500 ms and separated
by 500 ms, for a duration of
5 seconds.
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7.3 Discussion

On the one hand, the conducted evaluation aimed at assessing the technical ability of the ecosys-

tem to support the performers-audience interaction from the technological standpoint. By per-

forming a real live concert, we showed that the developed technological ecosystem was effective

in detecting the patterns in real-time on each SMI and routing them to the different stimuli of

the various musical things involved, based on the defined mappings.

On the other hand, the evaluation focused on the assessment of the Hot Licks Mapper in

supporting the composition process. Overall the feedback of the composer was very positive

about the novelty and the concept. Based to the composer’s comments, the Hot Licks Mapper

was proven to be intuitive to use and, ultimately, successful in allowing the user to create a

new artistic format based on the created performance ecosystem. The test showed that the

composed ecosystem can support novel aesthetic narratives driven by performers’ expressions

over the course of live performances. In particular, the real-time control by SMIs of MR headsets,

haptic vests and scented smoke machines represents a radically new avenue for interactive live

performances, where multi-sensory virtual content can blend with the musical and embodied

expressions performed on stage.

The composer initially assigned each musical pattern to different stimuli as elaborated in

Table 7.1. During the performance, the composer was able to remove existing mappings, as well

as create new ones. The discussion with the composer upon concluding the performance revealed

that there is potential in such a system for live performances, where different stimuli may be

assigned to musical phrases, based on the interactions of the performers and the audience, as

well as the emotions associated with the music at any given time.

Notably, by working with the composer, we noticed how the complexity of the proposed

IoMusT-based multi-sensory performances imposes a constant and tight interaction between the

artist providing the creative ideas and the technologists accomplishing technical implementations

for their realization. For instance, in the case of the proposed ecosystem there was the need of

implementing visualizations for the MR headsets or vibration patterns for the haptic vests,

beyond the knowledge of the wireless network configurations. These aspects necessitate ad hoc

expertise with a variety of dedicated software that rarely is known in detail by a single person,

being him/her a composer or a creative technologist.

Moreover, from the composition process the need of conducting fundamental research on

how to best associate the musical information with the sensory content clearly emerged. There

is the need of defining guidelines that can support composers in their creative processes. As

advocated in [136], a potential avenue is represented by crossmodal correspondences [137], i.e.,

people’s tendency of matching information presented in one sensory modality to that presented

in another.

Overall, the performance was well received by participants who attended the concert. All of

them provided enthusiastic comments about the novelty of the experience and its potentialities

for transforming the live music world.
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We conducted an in-depth interview with the audience members who wore the MR headsets

and the haptic vests to understand the multi-sensory stimuli they experienced during the concert.

These two audience members reported to have enjoyed the experience of the haptic sensations and

virtual elements that were triggered by the SMIs. They reported the ability to distinguish that

different stimuli were triggered by different musical phrases. Specifically, the objects spawned on

the MR headset could be maneuvered by the user by using their hands. We could observe the

users moving around the performance venue, trying to move the virtual objects that spawned

upon a musician playing the pattern associated with it. Moreover, the two audience members

also experienced haptic vibrations that were produced when the musician would play the pattern

assigned to it. Importantly, they reported feeling more engaged with the music upon the inclusion

of multiple sensory stimuli into the performance.

The audience members that did not wear the haptic vests and the MR headset reported the

engagement with the visual stimuli provided through the stage lights and the smoke machine.

Also the relationship between the musical content and the triggering of the controlled devices

was clear to them. Consistently, all participants, whether wearing MR headsets and haptic vests

or not, agreed that the multi-sensory stimuli associated with musical phrases created an engaging

experience.

In a different vein, our study focused only on the unidirectional communication from per-

formers’ to audience members’ devices. Nevertheless, the proposed IoMusT communication

infrastructure can easily support a bidirectional communication were also the audience can send

messages to the performers. The latter could be triggered by some gestural patterns, tracked

by wearable motion sensors. This avenue falls in the remits of the field of technology-mediated

audience participation [138].

Our study present the notable limitation that we tested the developed technology and the

ecosystem with only one composer and with only one composition. A more thorough study with

more composers and multiple compositions, as well as the adoption of a longitudinal study as a

methodological approach, are in need to reveal more details about the strengths and weaknesses of

our concept, and let the actual needs and desires of composers, performers, and audience members

emerge. However, we believe that despite being preliminary, our results concretely showed the

potential of the IoMusT paradigm in enabling unprecedented forms of musical expression. This

calls for further interdisciplinary research at the confluence of the technological and artistic

domains.
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Grand Finale: The Second Perfor-

mance and Audience Impact

8.1 Introduction

The intersection of technology and music has been a fertile ground for innovation, enabling for the

emergence of paradigms like the IoMusT. These new technologies allow musicians and researchers

to explore novel forms of performances and artistic interactions. Multi-sensory performances, as

discussed in Chapter 7 are an ideal candidate to explore the fusion of SMIs and immersive

performances. We explore a novel form a multi-sensory performance that integrate auditory,

visual, and tactile stimuli to create immersive experiences where sound becomes a gateway to

broader sensory experiences.

This chapter presents an in-depth account of a two-day long multi-sensory performance

designed as the final step of the research presented by this thesis. The experiment involved SMIs

equipped with advanced RTPDs and peripheral devices - termed Musical Things - to create a

performance integrating sound, light, vibration, and MR.

The motivation for this experiment was the research question: How does the coherence of

multi-sensory elements influence audience and musicians engagement and perception during a

live musical performance?. This question was explored through two performances, each featuring

a live band playing 3 SMIs:

• Smart electric guitar with embedded audio RTPDs.

• Smart keyboard guitar with embedded symbolic RTPDs.

• Smart drum kit with embedded symbolic RTPDs.

Audience members experienced two versions of each song. The first version with Musical Things

being triggered by the pattern detection system, and the second version where Musical Things
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were triggered randomly. This allowed for a controlled comparison of structured and unstructured

sensory experiences.

8.2 Experiment Design

The experiment was designed to explore the relationship between music and different sensory

elements. The experiment was carried out as two performances over two days. Each performance

followed the same structure to ensure consistency. Moreover, each performance involved different

musicians and different audiences to ensure a proper comparative analysis.

8.2.1 Musical Repertoire and Performance Structure

The performance featured two original songs created to complement the technical setup. Several

factors had to be met when creating the compositions to ensure that they are suited to evaluate

multi-sensory performances and RTPDs:

• The compositions must be simple and easy to understand. As the performance includes

multiple types of sensory stimuli, careful attention must be paid to not subject the audience

to a cognitive overload ;

• The compositions must have easily recognizable patterns to evaluate the pattern detection

system;

• The composition must allow all musicians to contribute equally with their instrument.

All solos, improvisations and melodic segments must be distributed equally among all

instruments;

• Careful attention must be paid to the locations of musical patterns within the composition,

so as they are spread equally.

Keeping this in mind, we created the two compositions in collaboration with a composer (male,

age: 33 years, professional music experience) holding a diploma from Trinity College London in

Rock and Pop guitar, and having extensive experience with live performances of various musical

styles. The two songs can be described as follows:

1. Song 1 is inspired by grunge and electronic music with several melodic elements are played

over a 4 chord loop. The song employed 1 pattern each for the guitar, piano, and drums.

2. Song 2 is an upbeat track, with inspiration from 80’s pop music. This song was a high

energy piece with an upbeat tempo and vibrant instrumentation. Similar to song 1, this

too had 1 pattern each for the guitar, piano, and drums.

The patterns were strategically distributed within each song to minimize confusion (i.e., if

the guitar pattern and they keyboard pattern were immediately adjacent to each other, it would

cause some confusion to the listener). Each pattern repeated multiple times within the song
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song timeline
guitar pattern
keyboard pattern
drum pattern

Figure 8.1: How each instrument’s patterns can be spread within the timeline of the song.

to allow the system to trigger sensory effects. Figure Figure 8.1 shows an example where each

instrument’s patterns are spread within the timeline of the song.

8.2.2 Smart Musical Instruments and Pattern Detection

The core of the experiment revolved around the SMIs outfitted with embedded computing devices

with the integrated pattern detection algorithm. Each SMI had an RNN model trained to detect

the pattern corresponding to the instrument. Figure 7.3 shows the smart electric guitar with the

embedded system attached, and Figure 8.2 shows the smart keyboard and the smart drum kit,

where the embedded computing devices are highlighted in red.

Each instrument was connected to a local area network wirelessly as shown by Figure 8.3.

Upon detection of a pattern, the corresponding OSC message was then transmitted to a central

server, which decoded the OSC message and triggered the relevant musical thing. The audio

output of each instrument was sent to a cental audio mixer and then to stereo loudspeakers.

8.2.3 Musical Things

Musical things refer to the peripheral devices synchronized to the performance. We use Musical

Things to create multi-sensory stimuli. Beyond the sound from the SMIs that create an auditory

stimulus, the lights create visual stimuli, the smoke creates a visual and somewhat of an olfactory

stimuli, the MR headsets create a visual stimulus, and the mobile phone vibrations create a haptic

stimuli. Below are the Musical Things used in the performance.

• Moving Head Lights: Two Varytec Hero Wash 715 HEX LED lights capable of dynamic

color changes, rotations, and beam adjustments;

• LED Bar: A Stairville Stage TRI LED, with 4 individually controllable RGB lights;

• Smoke Machine: AF-180 LED Fogger to enhance dramatic moments;

• VR Headsets: Ten Meta Quest 3 headsets were used, displaying interactive 3D graphics

that was triggered by the patterns;

• Android Smartphones: Each audience member held a smartphone that provided tactile

feedback through vibrations triggered by the pattern detection system.
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Figure 8.2: The smart keyboard and the smart drum kit, with the indication of the respective
embedded systems.

Figure 8.3 illustrate the connections between the SMIs and Musical Things. Solid lines

indicate wired connections, and dotted lines indicate wireless connections. The hot licks mapper

was responsible for routing all messages to Musical Things. The mappings between the patterns

and Musical Things are shown in Table 8.1. The integration of visual, auditory, and haptic

elements created a dynamic interplay between sound and sensory effects.

Table 8.1: The mappings between musical patterns and multi-sensory stimuli used during the
performance.

Smart Instru-

ment

Musical

Thing

Stimulus

Smart guitar Moving head 1 The light rotates along the x and y axes to

illuminate the guitarist and turns blue for a

duration of 3000 ms, then switches off and ro-

tates to the original position.

Moving head 2 The light rotates along the x and y axes to

illuminate the guitarist and turns blue for a

duration of 3000 ms, then switches off and ro-

tates to the original position.

LED bar The light illuminates blue for a duration of

3000 ms, then switches off.

MR headsets Virtual objects spawning on the headset. The

users can use their hands to move the objects

around the space.

vibrations no vibrations

smoke no smoke
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Smart keyboard Moving head 1 The light rotates along the x and y axes to il-

luminate the keyboard player and turns green

for a duration of 3000 ms, then switches off

and rotates to the original position.

Moving head 2 The light rotates along the x and y axes to

illuminate the guitarist and turns green for a

duration of 3000 ms, then switches off and ro-

tates to the original position.

LED bar The light illuminates green for a duration of

3000 ms, then switches off.

MR headsets Virtual objects spawning on the headset. The

users can use their hands to move the objects

around the space.

vibrations no vibrations

smoke no smoke

Smart drum kit Moving head 1 The light rotates along the x and y axes to

illuminate the drummer and turns red for a

duration of 3000 ms, then switches off and ro-

tates to the original position.

Moving head 2 The light rotates along the x and y axes to

illuminate the drummer and turns red for a

duration of 3000 ms, then switches off and ro-

tates to the original position.

LED bar The light illuminates red for a duration of 3000

ms, then switches off.

MR headsets no 3d graphics

vibrations The android phones emit a series of pulses of

200ms, with an interval of 100ms.

smoke The smoke machine produces smoke for

1500ms.
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Figure 8.3: The connections between SMIs and Musical Things.
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8.3 Audience Setup

Each performance consisted of 10 audience members. Each member was equipped with a Meta

Quest 3 MR headset, and an android phone connected to the local network. Figure 8.4 shows

an audience member wearing the MR headset and holding an android phone. The position of

the audience, performers, and Musical Things in the room shown by Figure 8.5.The MR headset

displayed a pass-through view with multi colored spheres spawning on the view upon receiving a

OSC trigger message. Figure 8.6 shows a screen capture from the MR headset where the spheres

are present.

The audience were standing, facing the band. They could see the musicians, lights, as well

as the other audience members through the pass-though view of the MR headset. The two

performances had a total of 20 audience members (3 female, 17 male), 10 in each performance.

They were aged between 22 and 31 years (mean = 27.65, standard deviation = 3.23). The

audience had varying musical expertise, with 5 audience members being professional musicians.

They also had a diverse experience with VR headsets (the audience reported a mean familiarity

with VR of 4.72 with a standard deviation of 3.46, on a 0-to-10 point Likert scale). This diversity

yielded a accurate and generalized set of answers to the questionnaires provided.
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Figure 8.4: The audience of the performance, wearing the MR headsets and holding the mobile
phones.

Figure 8.5: A diagram of the experiment setting. The performers are shown by the green
circles, the audience members are shown by the orange circles. The purple boxes indicate stage
lights, the red box indicates the smoke machine, and the blue boxes indicate the position of the
loudspeakers.
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Figure 8.6: Screenshot of the MR headset view.
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8.4 Multi-sensory Performances

The two experimental sessions were held in two different days, involving two different trios and

diverse audience members. Each of the two experimental sessions began with a brief introduction

to the nature of the performance. We instructed the audience members on how to connect to

the local network and open the web-based application to receive OSC commands that triggered

the vibrations. They were then instructed to wear the VR headset.

Each experiment involved two music pieces with two versions of each piece being performed

, for a total of 4 performances:

• Version A: In this version, the Musical Things were triggered by the RTPD system. This

created a coherent and synchronized relationship between the music and sensory effects.

• Version B: In this version, the Musical Things were manually triggered at random times

during the performance. This provided a contrasting experience, which allowed the audi-

ence to have a clear distinction between the two versions.

After each performance, the audience members were asked to complete a questionnaire. The

questionnaire consisted of a series of the following statements to be rated on a 11-point Likert

scale [0 = not at all, 10 = very much]:

Q1: To what extent did you enjoy the performance experience?

Q2: How much did the Lights make you feel involved in the performance?

Q3: How much did the Lights make you feel distracted from the performance?

Q4: How coherent were the Lights with the music during the performance?

Q5: How much did the Vibrations make you feel involved in the performance?

Q6: How much did the Vibrations make you feel distracted from the performance?

Q7: How coherent were the Vibrations with the music during the performance?

Q8: How much did the 3D Graphics in the headset make you feel involved in the performance?

Q9: How much did the 3D Graphics in the headset make you feel distracted from the perfor-

mance?

Q10: How consistent was the 3D Graphics in the headset from the performance?

Moreover, they were asked to express their preference via the following question:

Q11: Did you prefer the first performance or the second performance?

The questionnaire was designed to obtain an understanding of the audience’s experience of

each performance. Upon completing all performances, the audience members were asked to fill

a post-experiment questionnaire involving the following open-ended questions:
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Q1: What was the most memorable experience for you during the performance? And why?

Q2: How clear was the relationship between what you heard and what you saw or felt?

The musicians involved in the performance were given a similar questionnaire used for our

earlier user study presented in Section 6.1.1. They were asked to rate the following statements

on a 11-point Likert scale [0 = not at all, 10 = very much]:

Q1: I am satisfied with the behavior of the system;

Q2: I enjoyed using the system;

Q3: I would use AI tools in my performances;

Q4: I was confident when using the system.

Q5: To what extent would you consider using this system into your performance?

Q6: Would you recommend this to a fellow musician?

The musicians were also asked to answer the following open-ended questions to understand

their perception about the system, acquiring feedback on how they would use the system, and

obtaining suggestions for improvements:

• In what musical activities would you use this system?

• Please explain any other way you would use this system?

• If you had access to this system (where another external output can supplement the music)

when composing a piece, will there be any changes in the way you would approach the

composition?

• Would you associate specific musical phrases with specific output devices?

• How would you improve the system?

• In your opinion, what is the added value of the system?

• Do you have any other comments?

Upon completing the experiment, we conducted informal interviews with 3 composers to

understand the potential of such a system, along with multi-sensory performances from the

perspective of a music composer. We interviewed 3 composers (2 male, 1 female; aged 29, 33,

and 34 years; with at least 8 years of professional music experience). The musicians were asked

to respond to the question - “How would a RTPD system and multi-sensory performances change

the way you approach music composition”.

The framework for the evaluation of DMIs presented by [139] identifies multiple stakeholders

- performers, audience members, composers, and designers. Our evaluation considers 3 of these

stakeholders. Qualitative and quantitative feedback was obtained from the audience and the

musicians involved in the multi-sensory performance, and qualitative feedback was obtained

from composers. Instrument designers were excluded as they are not applicable in our use case.

111



8.5. Results and Discussion

8.5 Results and Discussion

8.5.1 Quantitative Analysis - Audience

Overall, the concert performance was well-received. Participants expressed enthusiasm about

the novelty of the experience. From the questionnaire responses, we calculated the Involvement,

Distraction, and Coherence for Lighting effects, Haptic feedback, and VR Visual elements. Some

of the key findings include:

• Lighting Effects: Participants found the lighting effects to be highly involving (mean rating

7.29) and coherent with the music (mean 7.0), with minimal distraction (mean 2.41).

• Haptic Feedback: The vibrations were less recieved, with moderate involvement (mean

3.76) and coherence (mean 3.76)

• VR Visual Elements: The VR graphics provided a mixed experience, with moderate to

high involvement (mean 4.88) but notable distraction (mean 5.35)

Figure 8.7 shows the average involvement, distraction, and coherence for Musical Things

triggered with pattern detection vs. Musical Things triggered randomly. We can observe that

lighting effects were the most engaging and least distracting for both performances. Vibrations

showed a promising engagement score. 3D graphics in the MR headset showed mixed reactions,

with higher distraction scores compared to lights and vibrations. These findings are confirmed

through a Wilcoxon Signed-Rank Test, which revealed that, between the performance with Mu-

sical Things being triggered with RTPD and Musical Things being triggered randomly:

• There is no significant difference in the Enjoyment (p > .05);

• There is a slight, but not significant difference in the Lights Involvement (p > .05);

• There is a slight, but not significant difference in the Lights Distraction (p > .05);

• There is a significant difference in the in Lights Coherence (p < .05);

• There is no significant difference in the in Vibrations Involvement (p > .05);

• There is no significant difference in the in Vibrations Distraction (p > .05);

• There is s significant difference in the in Vibrations Coherence (p < .05);

• There is no significant difference in the in 3D Graphics Involvement (p > .05);

• There is no significant difference in the 3D Graphics Distraction (p > .05);

• There is a slight, but not significant difference in the 3D Graphics Coherence (p > .05).

Figure 8.8 shows the participants preference between the performance with RTPD-based

triggering and random triggering. These results show that that the audience has no significant

preference over the RTPDs over the random version. However, the statistical analysis revealed

that when the RTPD system was used, the Musical Things were perceived to be more coherent

and less distracting. This statement is supported by Figure 8.9, which shows that the participants

with a high experience in MR headsets reported a higher coherence for the 3D Graphics during

performance with RTPD-based triggering as opposed to that with random triggering.
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Figure 8.7: Mean and standard error for the two performances.

Figure 8.8: Participants’ preference between the RTPD and random triggered performances.

113



8.5. Results and Discussion

Figure 8.9: 3D Graphics coherence measured against participants experience with VR headsets.

8.5.2 Quantitative Analysis - Musicians

Upon completing the performance, each musician was asked to complete a questionnaire to

assess their perception of using the system, and also identify their interest in involving AI-based

solutions into their performances. Figure 8.10 show the results of quantitative questionnaire

given to the musicians.

The quantitative results show that musicians expressed a high satisfaction in the behavior

of the system. Moreover, they expressed enjoyment in using the system and a strong interest

in using AI-based tools in their performances. The musicians also expressed a high interest in

incorporating the RTPD system into their existing setups, and they expressed willingness to

recommend this system to fellow musicians.

8.5.3 Qualitative Analysis - Audience

The results of the open-ended questions were analyzed using a reflexive thematic analysis [120],

and two main themes were identified.

Multi-sensory Integration

Multi-sensory integration emerged as a critical theme to highlight how the participants expe-

rienced the coherence between the music and various sensory modalities involved. The quan-

titative data shows varying levels of coherence across different modalities. Lights showed the
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Figure 8.10: Results of the questionnaire given to the musicians.

highest coherence in comparison with VR elements. This disparity is highlighted in participants’

experiences with some participants expressing perfect synchronization while others experienced

a disconnect. Examples of quotes from participants are:

“There was a very clear relationship between the music and the vibrations in the

first performance.”

“in the last performance there were several moment with good lights, smoke and

the virtual ball actually came in sync with the music.”

“In some music, there was a clear relationship between what I heard and what I

saw and felt.”

“The haptic feedback and the lights were clear between the performance and what

I saw and felt.”

“Feeling the vibrations with the kick drum was a very enjoyable experience.”

Social Interaction

The social interaction was identified as an unexpected theme that emerged from the shared

experience of using this novel system in group setting. The presence of other participants and

their interactions with the virtual objects proved to be an additional level of enjoyment.

Moreover, several statements reflected shared experiences suggesting that the social aspect

of the performance enhanced the experience. Examples of participants’ quotes are:

“Watching others interact with things that are not there is very funny”

115



8.5. Results and Discussion

“Most of the audience were trying to touch the balls. It was very engaging to see

the others play with the balls in their headsets.”

“It was interesting to see the combination of the real atmosphere and virtual reality.

Seeing everyone with a headset and playing with nonexistent things, while I am

playing with the balls in my headset was very cool.”

8.5.4 Qualitative Analysis - Musicians

The musicians’ responses to the open ended questions were analyzed using a reflexive thematic

analysis [120]. The responses were fitting with the themes identified in our earlier user study

conducted at the University of Visual and Performing Arts, Sri Lanka (Section 6.1.3).

Performance Applications

The musicians expressed an interest in using the system in live performances. Solo performances

and improvisations were some of the potential use cases mentioned. Some quotes from the

musicians are below.

“I would use this system during a live performance, specifically during a section

where I would improvise. I can use some licks to involve lights as a part of my

playing.”

“I would use this during life performances with my band. it would be great to see

how every instrument can be used to trigger different light and smoke effects.”

Educational Uses

Some of the musicians involved in the experiment were also involved in teaching activities. They

expressed interest in adapting the RTPD system as an teaching tool. Specifically, the potential

of using the classification result as a measure to detect the accuracy in playing.

“If I can use the output of this system to trigger a red light and a green light, I

could use this as a teaching tool. When the student plays a phrase with a specified

accuracy, I can use the green light to signal it. If the playing is not accurate enough,

the red light will be lit. Students can use this tool by themselves to practice correct

technique and phrasing.”

Creative Impact

Musicians mentioned the possibility of using this system in their composition and creative process.

They expressed an interest in integrating the RTPD system with commercial software for music

production.
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“Do you think I can use this with a DAW software? It would be a great tool when

producing music. I can use this to spur my creativity in the studio, and also while

improvising.”

8.5.5 Qualitative Analysis - Composers

Upon conducting a reflexive thematic analysis [120] of the interviews done with composers, we

identified the following themes in their responses.

Compositional Transformation

RTPD can allow composers to to expand their toolkit beyond those of traditional music. They

can incorporate visual, tactile, and 3D components into their musical compositions. This allows

for the creation of performances focused on multidimentionality. Below are some of the quotes

from composers pertaining to this theme:

“This pattern detection system lets me compose not just with notes, but also lights,

smoke, vibrations, and 3D elements. Imagine when the guitarist plays a pattern

and a set of lights are triggered - its like a visual echo of the music!”

“The use of VR headsets can open up completely new compositions. I can have 3D

objects on the headset that respond to the detected patterns. I can move the music

to a 3-dimensional space. Access to technologies like this will completely transform

how I produce music.”

“The pattern detection and the multi-sensory technologies will allow me to think of

a composition as designing an environment. The music, lights, haptics, smoke and

anything else can be a part in that environment.”

“With this technology, I can integrate audio and visual elements, which will enhance

the immersive experience of the audience. This can radically change the way I

approach music making.”

Interactive control of peripherals

The technology allows performers will novel forms of control and expressiveness. Musicians can

trigger various stimuli in real-time, based on their playing. This will allow for the creation of

dynamic and responsive performances.

“The real time pattern detection will let me create compositions where lights, smoke,

vibrations, and anything else can respond to the performance. It’s like having an

intelligent collaborator on stage.”
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“I can create compositions where I leave space for the musician to play a pattern.

The musician can decide, at the moment, what output device should be triggered,

and then use the corresponding pattern in the performance.”

Multi-sensory Orchestration

RTPD will facilitate for multiple sensory elements to be synchronized, which will allow composers

to create complex, interlaced experiences across different sensory modalities. This orchestration

of visual, auditory, and haptic sensations can create a rich and immersive environment for the

audience. Some quotes from musicians supporting this theme is:

“This system would be amazing to use! Imagine that the drummer is playing a

pattern on a loop. I can create amazing rhythms with vibrations that the audience

can feel, while they are listening to the music.”

“Imagine this scenario: the pianist plays a pattern, I can use it to trigger a light,

then a vibration, then something on the headset, and then smoke. It will be like a

multi-sensory delay effect!”

8.6 Conclusion

This chapter presented the design, execution and evaluation of multi-sensory performances in-

volving SMIs to trigger connected Musical Things for the audience. We explored the interplay

between auditory, haptic, and visual stimuli and we discussed how the coherence of these ele-

ments impact audience and musicians engagement. We provided a controlled framework by a

comparison between a pattern detection enabled operation and a random operation to evaluate

the effects of coherence.

The results showed that lighting effects were deemed as the most coherent with a high

engagement and minimal distraction. Haptic feedback showed a moderate level of engagement.

The virtual elements had mixed results, where some participants experiencing a high involvement

and some experiencing a high distraction. These findings show the importance of balancing

sensory stimuli to avoid a cognitive overload while maximizing the audience engagement.

Finally, the qualitative analysis revealed several themes: Multi-sensory Integration and Social

Interaction for the audience; Performance Applications, Educational Uses, and Creative Impact

for the musicians; and Compositional Transformation, Interactive control of peripherals, and

Multi-sensory Orchestration for the composers. While the former highlighted the critical role of

coherence in creating engaging multi-sensory experiences, the latter showcased the influence of

shared social dynamics in enhancing enjoyment. These insights not only validate the potential of

SMIs coupled with multi-sensory technologies for creating novel art formats, but also provide a

roadmap for future designs that consider both technological integration and audience interaction

in performance settings.

118



Chapter 9

Echoes of Progress: Reflections and

Future Directions

9.1 Research Contributions

The work presented by this doctoral research contributed to the fields of RTPD and SMIs. This

research addressed crucial gaps in both the understanding and the practical implementation

of RTPD systems based on SMIs. This work successfully developed and validated a novel ap-

proach for embedding pattern detection capabilities within SMIs, which in turn can create new

possibilities for interactive musical performance and multi-sensory experiences.

Through the research presented by this thesis, we addressed the research questions initially

identified in Section 1.2 successfully. We presented an RNN-based RTPD system that is able

to identify musical patterns despite expressive variations done to them. This was accomplished

through the rule-based model to generate a synthetic training dataset, which included synthetic

variations of patterns based on the actual variations present in the datasets created. The RNN-

based method was packaged into a VST plugin that can run within a resource constrained

embedded system with minimal latency. We demonstrated the positive perception of musicians

through a user study with 20 musicians. We also demonstrated a total of three multi-sensory

concerts where auditory, visual, and haptic stimuli were invoked in tandem to create a novel

type of musical performances. The audience’s, musicians, and composers feedback was obtained

through questionnaires and interviews, which revealed a positive outlook on RTPD-based SMIs.

The development of Hot Licks - a RTPD system bundled within a VST plugin is a major tech-

nical achievement of this research. The system successfully integrated a RNN based algorithm

into a VST plugin, which runs on an embedded system. The algorithm is able to run in real-time,

with a minimal latency and a high accuracy. The time capability is also due to the integration

with Elk Audio OS and optimization of data processing pipelines. The successful implementa-

tion of MIDI processing, audio analysis, and RNN inference within an embedded environment

119



9.2. Performance Evaluation and User Experience

demonstrates the feasibility of music technology tasks on resource constrained portable devices.

The evaluation results revealed good accuracy. The system achieves a good precision and re-

call in pattern detection. A precision of 0.723, recall of 0.67, and a F1 score of 0.663 was observed

through the evaluation with musicians (Chapter 7). This research has thus successfully addressed

the real-time detection of MIDI and audio patterns, in monophony as well as polyphony. How-

ever, the algorithms must be improved to achieve a much higher accuracy needed for deployment

in professional performances.

This research also contributed to musical interfaces design, particularly SMIs. The integra-

tion of pattern detection into the instrument itself has the potential to create new possibilities

for musical expression and interaction. The Hot Licks Mapper (Section 7.1.4) enables composers

and musicians to map the output of SMIs to Musical Things, and change mappings in real-time.

Moreover, development of the Hot Licks Controller (Section 5.5) gives the ability to musicians

with little technical background to use the system. The edge device inference and cloud-based

training (Section 5.4) is able to isolate labor intense tasks to be computed offline.

9.2 Performance Evaluation and User Experience

This research has provided insights on how musicians would interact with RTPDs systems in real

world performance contexts. The comprehensive user studies revealed important findings on the

balance between technical capabilities and musical usability. The user studies conducted with

musicians revealed that they enjoyed using the system, and they were satisfied with its perfor-

mance. The user studies revealed that musicians were likely to integrate AI-based solutions into

their performances, they would be happy to recommend AI-based solutions to other musicians,

and the our system was easy to use.

The investigation into how musicians interacted with the system revealed that they can

add pattern detection capabilities into their performances effectively. This fact is supported by

qualitative and quantitative data showing positive user experiences while interacting with the

system. The integration of RTPDs capabilities into live musical performances showed that the

proposed technical innovations have the potential to enhance musical performance.

This research also explored the integration of musical pattern detection into multi-sensory

performances. The developed system links detected patterns with various sensory stimuli to

create novel forms of audience engagement. The Hot Licks Mapper (Section 7.1.4) - which maps

the SMIs to Musical Things is also a novel contribution made by this research.

Moreover, the evaluation of the audience responses upon attending the multisensory concert

presented in Chapter 8 revealed that the coherence between the music and multi-sensory Musical

Things was higher in the performance with RTPD triggering as opposed to the performance

with random triggering. The musicians involved in the multi-sensory experiment too expressed

their high satisfaction and confidence in using the system. Upon conducting interviews with

composers, they revealed that RTPD-based multi-sensory performances would be a novel addition
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to traditional performances, and it would add value to their artistic compositions.

9.3 Future Implications and Research Directions

This research delivered a framework to implement pattern detection into embedded systems, with

implications for the field of music technology. The work done led to the development of efficient

algorithms and data processing pipelines. The open-source software, datasets, and frameworks

has the potential to be valuable resources for future development in SMI design.

The research presented by this thesis has implications for the IoMusT field by enabling

performer-audience communications. The technology also has the potential to create novel forms

of audience participation, where the audience feedback can be integrated into the performance in

real-time. Moreover, this research facilitated the creation of three SMIs that are equipped with

embedded RTPD. Moreover, this research demonstrated the successful execution of multi-sensory

performances, an application envisioned in the IoMusT paradigm.

The future technical development of this work could focus on expanding the pattern detection

to handle more complex musical structures. Research into the inclusion of timbral characteris-

tics is another possible technical advancement. Another potential development is an increased

accuracy. Despite the evaluation results showing a good accuracy, further optimization is needed

to achieve an exceptional accuracy suited for demanding live performances. Research suggests

numerous possibilities for expanding the applications of pattern detection systems. These include

novel ways of mapping patterns to musical and sensory outputs and creating more sophisticated

interactive performance systems.

The broader implications of this research extend beyond the immediate field of music technol-

ogy, and contributes to the understanding of human-computer interaction. The work presented

by this thesis emphasizes the role of technology in facilitating collaboration between composers,

performers, and audience members through real-time coordination between multiple stakehold-

ers (i.e., performers triggering Musical Things for the audience). The multi-sensory experiments

revealed how multimodal systems can enhance the user experience and engagement in complex

interactive systems. Moreover, the user studies identified possible applications to this system

that is beyond music (i.e., the potential to use the RTPD system in teaching contexts.

The work presented by this thesis demonstrates the potential for technology to enhance

creative expression while maintaining the essential qualities of musical performance, providing a

strong foundation for future research and development in this rapidly evolving field.
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Appendix A

A.1 MIDI velocity and Musical dynamics

Table A.1: MIDI velocity and dynamics mapping in Logic Pro 9 (retrieved from [1]).

Name Level Marker Velocity

fortississimo very very loud fff 127

fortissimo very loud ff 112

forte loud f 96

mezzo-forte average mf 80

mezzo-piano average mp 64

piano quiet p 48

pianissimo very quiet pp 32

pianississimo very very quiet ppp 16
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A.2. General MIDI Percussion Key Map

A.2 General MIDI Percussion Key Map

For MIDI Channel 10, each MIDI KEY number ("NOTE#") corresponds to a different drum

sound, as shown below. While many current instruments also have additional sounds above or

below the range show here, and may even have additional "kits" with variations of these sounds,

only these sounds are supported by General MIDI Level 1 devices.

Key# Note Drum Sound Key# Note Drum Sound

35 B0 Acoustic Bass Drum 59 B2 Ride Cymbal 2

36 C1 Bass Drum 1 60 C3 Hi Bongo

37 C#1 Side Stick 61 C#3 Low Bongo

38 D1 Acoustic Snare 62 D3 Mute Hi Conga

39 E♭1 Hand Clap 63 E♭3 Open Hi Conga

40 E1 Electric Snare 64 E3 Low Conga

41 F1 Low Floor Tom 65 F3 High Timbale

42 F#1 Closed Hi Hat 66 F#3 Low Timbale

43 G1 High Floor Tom 67 G3 High Agogo

44 A♭1 Pedal Hi-Hat 68 A♭3 Low Agogo

45 A1 Low Tom 69 A3 Cabasa

46 B♭1 Open Hi-Hat 70 B♭3 Maracas

47 B1 Low-Mid Tom 71 B3 Short Whistle

48 C2 Hi Mid Tom 72 C4 Long Whistle

49 C#2 Crash Cymbal 1 73 C#4 Short Guiro

50 D2 High Tom 74 D4 Long Guiro

51 E♭2 Ride Cymbal 1 75 E♭4 Claves

52 E2 Chinese Cymbal 76 E4 Hi Wood Block

53 F2 Ride Bell 77 F4 Low Wood Block

54 F#2 Tambourine 78 F#4 Mute Cuica

55 G2 Splash Cymbal 79 G4 Open Cuica

56 A♭2 Cowbell 80 A♭4 Mute Triangle

57 A2 Crash Cymbal 2 81 A4 Open Triangle

58 B♭2 Vibraslap

Table A.2: MIDI Drum Mapping
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Appendix A.

A.3 List of musicians Involved in User Study I

Table A.3: Details of the musicians who participated in the user study.

Instrument Age Sex Musical Background

Musician 1 Guitar 33 Male Contemporary rock and pop gui-

tar, guitar teacher, session and

recording musician, composer

Musician 2 Piano 21 Female Western classical music student,

composer

Musician 3 Piano 23 Female Western classical music student,

composer

Musician 4 Guitar 36 Male Classical gutiar teacher, solo mu-

sician, member of the symphony

orchestra, composer

Musician 5 Piano 28 Male Contemporary rock and pop and

jazz, solo pianist, session and

recorgins musician, composer

Musician 6 Guitar 24 Male Flamenco guitarist, classical gui-

tar student, solo performer, com-

poser

Musician 7 Guitar 19 Male Eastern classical music student,

member of a disabled musical

group, composer

Musician 8 Piano 19 Male Eastern classical music student,

member of a disabled musical

group, composer

Musician 9 Piano 29 Male Session and recording guitarist,

composer, music producer, DJ

Musician 10 Guitar 31 Female Session and recording guitarist,

composer, music producer, DJ

Musician 11 Piano 34 Male Contemporary rock and pop

and jazz, solo pianist, session

and recorgin musician, com-

poser, producer
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A.3. List of musicians Involved in User Study I

Musician 12 Piano 34 Male Contemporary rock and pop

and jazz, solo pianist, session

and recorgin musician, com-

poser, producer

Musician 13 Piano 33 Male Contemporary rock and pop

and jazz, solo pianist, session

and recorgin musician, com-

poser, producer

Musician 14 Piano 32 Male Contemporary rock and pop

and jazz, solo pianist, session

and recorgin musician, com-

poser, producer

Musician 15 Guitar 29 Male Classical andd jazz guitarist,

composer, session musician, pro-

ducer

Musician 16 Guitar 29 Male Contemporary rock and pop gui-

tar, guitar teacher, session and

recording musician, composer

Musician 17 Guitar 31 Male Contemporary rock and pop gui-

tar, guitar teacher, session and

recording musician, composer

Musician 18 Piano 26 Female Western classical music student,

composer

Musician 19 Guitar 25 Male Western classical music student,

composer

Musician 20 Guitar 25 Male Western classical music student,

composer

Musician 21 Guitar 25 Male Western classical music student,

composer

Musician 22 Piano 24 Female Western classical music student,

composer
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A.4 User Study I - results

Table A.4: Results of the user study I
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e
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e
g
a
ti

v
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Musician 1 0 9 4 12 95 5 1

1 5 9 4 98 2 10

2 7 11 15 91 9 3

Musician 2 0 6 9 6 100 0 9

1 4 5 6 97 3 3

2 9 6 7 100 0 8

Musician 3 0 9 4 11 92 8 2

1 10 9 12 100 0 7

2 10 10 14 93 7 6

Musician 4 0 2 5 5 99 1 2

1 3 6 4 96 4 5

2 18 3 16 99 1 5

Musician 5 0 6 6 12 96 4 0

1 6 7 12 88 12 1

2 3 9 11 90 10 1

Musician 6 0 6 6 10 94 6 2

1 4 4 5 95 5 3

2 7 7 5 100 0 9

Musician 7 0 3 3 6 100 0 0

1 5 5 6 97 3 4

2 6 8 5 96 4 9

Musician 8 0 3 3 3 99 1 3

1 4 4 8 99 1 0

2 6 7 5 100 0 8

Musician 9 0 5 9 12 94 6 2

1 3 6 4 99 1 5
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2 6 5 3 97 3 8

Musician 10 0 7 8 10 94 6 5

1 4 7 6 96 4 5

2 3 5 7 97 3 1

Musician 11 0 5 4 6 94 6 3

1 5 4 7 95 5 2

2 6 4 8 96 4 2

Musician 12 0 4 5 4 97 3 5

1 6 6 4 96 4 8

2 7 3 9 98 2 1

Musician 13 0 3 2 2 100 0 3

1 4 6 7 99 1 3

2 5 4 5 100 0 4

Musician 14 0 8 6 11 98 2 3

1 5 8 13 97 3 0

2 4 6 8 97 3 2

Musician 15 0 4 4 8 98 2 0

1 6 5 8 99 1 3

2 5 5 5 99 1 5

Musician 16 0 4 5 8 92 8 1

1 3 6 7 98 2 2

2 4 5 5 100 0 4

Musician 17 0 6 6 12 89 11 0

1 7 6 7 96 4 6

2 6 6 12 90 10 0

Musician 18 0 2 7 5 97 3 4

1 4 4 6 99 1 2

2 6 5 3 98 2 8

Musician 19 0 8 12 12 95 5 8

1 8 6 11 91 9 3

2 9 8 15 90 10 2

Musician 20 0 5 3 2 98 2 6

1 6 4 5 98 2 5

2 7 7 5 95 5 9

Musician 21 0 5 6 3 100 0 8

1 4 3 6 98 2 1

2 3 8 8 97 3 3
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Appendix B

B.1 User Study I - Images and Plots

This section illustrates some of the sample recordings from the user study presented by Chapter 6.

Figure B.1a shows one of the patterns a played by a keyboard player as a waveform. Figure B.1b

shows the piano roll representation, and Figure B.1c shows the MFCC spectrogram of the same

pattern.

Similarly, Figure B.2a shows one of the patterns a played by a keyboard player as a waveform.

Figure B.2b shows the piano roll representation, and Figure B.2 shows the MFCC spectrogram

of the same pattern.
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B.1. User Study I - Images and Plots

(a) Waveform of the pattern

(b) MIDI piano roll display of the pattern

(c) Spectrogram of the pattern

Figure B.1: A pattern played by one of the keyboard players during the study.
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(a) Waveform of the pattern

(b) MIDI piano roll display of the pattern

(c) Spectrogram of the pattern

Figure B.2: A pattern played by one of the guitar players during the study.
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B.1. User Study I - Images and Plots

(a) Track 1 improvisation

(b) Track 2 improvisation

(c) Track 3 improvisation

Figure B.3: The improvisations by one of the keyboard players
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(a) Track 1 improvisation

(b) Track 2 improvisation

(c) Track 3 improvisation

Figure B.4: The improvisations by one of the guitar players
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B.2. MM computation

B.2 MM computation

To illustrate on the algorithm let us consider an example from the JKUPDD dataset, specifically

Beethoven’s Piano Sonata in F minor, and consider one repeating pattern, 29 notes in length.

Let us name the pattern pitch vector as Pp, the amplitude vector as Pa, the pitch-bend vector

as Ppb, and the duration vector as Pd:

Pp = [69, 69, 67, 65, 62, 64, 65, 67, 69, 62, 64, 65,

67, 69, 65, 67, 67, 64, 65, 67, 67, 69, 65, 67,

65, 64, 65, 64, 65]

(B.1)

Pa = [90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90,

90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90,

90, 90, 90, 90, 90]

(B.2)

Ppb = [0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0,

0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0]
(B.3)

Pd = [0.72, 0.24, 0.48, 0.48, 0.24, 0.24, 0.24, 0.24,

0.48, 0.72, 0.24, 0.24, 0.24, 0.24, 0.24, 1.44,

0.48, 0.48, 0.48, 0.72, 0.24, 0.48, 0.48, 0.72,

0.24, 0.48, 0.96, 0.48, 0.48]

(B.4)

Within the piece, there is a repetition of the pattern where two doubled notes are present,

making the sequence 31 notes long. Let us illustrate this sequence pitch vector as Sp, the

amplitude vector as Sa, the pitch-bend vector as Spb, and the duration vector as Sd:

Sp = [65, 69, 69, 67, 65, 62, 64, 65, 67, 69, 62, 64,

65, 67, 69, 65, 67, 67, 64, 65, 67, 67, 69, 65,

67, 65, 64, 65, 64, 65, 69]

(B.5)

Sa = [90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90,

90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90,

90, 90, 90, 90, 90, 90, 90]

(B.6)
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Spb = [0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0,

0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0]
(B.7)

Sd = [0.48, 0.72, 0.24, 0.48, 0.48, 0.24, 0.24, 0.24,

0.24, 0.48, 0.72, 0.24, 0.24, 0.24, 0.24, 0.24,

1.44, 0.48, 0.48, 0.48, 0.72, 0.24, 0.48, 0.48,

0.72, 0.24, 0.48, 0.96, 0.48, 0.48, 0.72]

(B.8)

The interpolation resizes the pitch, amplitude, pitch-bend and duration vectors of the se-

quence to fit the length of the corresponding pattern vectors. The interpolated sequence has a

pitch vector Ip, an amplitude vector Ia, a pitch-bend vector Ipb, and a duration vector Id as

follows:

Ip = [65, 69, 68, 66, 64, 62, 64, 66, 68, 64, 63, 64,

66, 68, 65, 67, 66, 64, 65, 67, 67, 67, 66, 65,

64, 64, 64, 64, 68]

(B.9)

Ia = [90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 89,

90, 90, 90, 90, 90, 89, 90, 90, 90, 90, 90, 90,

90, 90, 90, 90, 90]

(B.10)

Ipb = [0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0,

0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0]
(B.11)

Id = [0.50, 0.66, 0.29, 0.48, 0.40, 0.24, 0.24, 0.24,

0.38, 0.63, 0.38, 0.24, 0.24, 0.24, 0.28, 1.35,

0.48, 0.48, 0.55, 0.55, 0.34, 0.48, 0.61, 0.43,

0.4, 0.84, 0.57, 0.48, 0.70]

(B.12)

The interpolated vectors, and the pattern vectors are of identical length, and the SSIM

between each vector pair can now be calculated. The obtained SSIM values for the above pattern

and sequence are:

• SSIM between Pp (eq:B.1) and Ip (eq. B.9) = 0.98175

• SSIM between Pa (eq:B.2) and Ia (eq. B.10) = 0.99998

• SSIM between Ppb (eq:B.3) and Ipb (eq. B.11) = 1.0

• SSIM between Pd (eq:B.4) and Id (eq. B.12) = 0.32245

Following the computation of the SSIM values, we can compute the MM between the pattern

and the sequence as shown by eq. 4.19. The final metric is MM = 1.478481.
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B.3. Logic Flow of Hot Licks Controller

B.3 Logic Flow of Hot Licks Controller

Figure B.5: Logic Flow of Hot Licks Controller
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